By Jacques Cesar

Executive Summary
The third white paper in context
This white paper is the third in a series on bringing our understanding of the past, present, and future of
the US equity market to the next level. It is best read after the first paper in the series, “Overview of the
Work.” Papers Two through Five provide drilldowns into each of the four main sections of the first paper.
Paper Two lays the factual groundwork for the remaining papers, making sure the data are consistently
correct over a century and a half. This requires normalizing to the accounting standard based on Warren
Buffett’s owner earnings concept, addressing dispersion and investor personal taxes, and reconstructing
corporate profit margins.
Paper Three operates within the finance apparatus established half a century ago but overhauls the
science of valuation to make it fit for the 21st century. In contrast, Paper Four breaks the mold of the last 50
years and shows that equity prices can be explained using tools developed as long ago as the 19th century
— namely the laws of supply and demand.
While the approaches of Papers Three and Four at first sight appear to be very different, we show in Paper
Five that they are merely two sides of the same coin. The first part of Paper Five reconciles the two
perspectives by introducing the Holistic Market Model. The second part of Paper Five then shows how this
reconciled approach can be used to frame future uncertainty much better than anything that has come
before it.

The main findings of this paper
The market is like a musical ensemble. Not all musicians play at the same time, or with the same
instruments. A flute might constantly flutter around a root melody, while a cymbal might come in rarely
but powerfully. One needs to listen carefully to the music of the market to understand it. We have found
that the music of the market is much richer in the post-World War II era: What started as a string quartet is
now a full symphony orchestra. That is one of the major themes of this work.
The machinery used to study the market up to now isn’t designed to pay attention to the music. And so we
overhaul it in four major ways.
Summary of Section 1: creating a zero-lag, perception-based valuation metric
Many believe earnings are a driver of equity prices only in the long term. Our work shows that this is not
quite the case. Once earnings are taken through a rigorous process and defined correctly, 1 they turn out to
Defining earnings correctly is a two-step process. Paper two expands on what it takes to execute against the Warren Buffett owners
earnings concept on a post-tax basis at the index level (addressing myriad accounting inconsistency issues; correcting for the biases
of historical cost accounting in high inflation environments; accounting for dispersion; calculating investor personal taxes). Section
1 of this paper then describes the second step of the process, which consists of calculating the perceived earnings (making the pre-
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be a stronger driver of prices at the quarterly to annual frequency 2 than has been recognized. In other
words, the market is more efficient than it is sometimes given credit for.
Summary of Section 2: our perspective on the economic, financial, and trading history of the last
century and a half
We develop 10 insights. While some readers might be fully aware of all 10, we believe few of these insights,
if any, are part of the common knowledge of the market.
To start with, it is not generally known that the innate pulse of the US economy is no slower today than it
was in the late 19th century. Likewise, few people understand that there was no difference between longterm nominal rates and long-term real rates 3 before the mid-1950s, or that the combination of high
inflation and high personal tax can turn high real pre-tax interest rates into low, or even negative, post-tax
real interest rates.
Our insights about the Treasury market are particularly novel. Among them, we show: (i) that breakeven
inflation expectations 4 are a poor measure of expected inflation but a very good, if misunderstood,
barometer of risk conditions; (ii) that Treasury inflation-protected securities, or TIPS, have a complex and
largely unexplored relationship with risk; (iii) that Treasuries move over time from pro-cyclical to
generally counter-cyclical; and (iv) the importance of the convenience yield in the performance of
Treasuries. Very little of these topics has been generally understood.
Furthermore, the reasons for the failure of traditional applications of the Capital Asset Pricing Model have
not been previously explained to this degree.
And, finally, the framework we develop to explain arbitrage inefficiencies 5 is also new.
Summary of Section 3: re-engineering the CAPM
We show that the traditional CAPM fails because of execution issues rather than fundamental ones, while
a re-engineered CAPM works well. There are three reasons why this is the case.
First, the re-engineered CAPM is based on “perceived Buffett earnings” (please see Section 1.1 below) and
the real truly risk-free rate (RTRR), 6 the two correct anchors for the earnings and risk-free rate

and post-2000s periods consistent; determining the optimum fulcrum and time windows of the earnings; realizing that the market
discounts the part of the earnings it does not understand, and accounting for the out-of-the-money call option effect).
2
Equity prices are affected by forces that operate at multiple frequencies, or time intervals. The high-frequency forces might change
direction as often as once per month (the minimum increment at which we work). At the other extreme, some others might go in one
direction for decades.
3
Since 1998, the Treasury Department has issued both nominal Treasuries and Treasury inflation-protected securities, or TIPS. This
makes the distinction between nominal and real rates clear for all to see. But the distinction was less clear-cut before that time.
4
They are the difference between nominal rates and TIPS.
5
Finance is based on the premise that one can expect incremental return only if one takes expected incremental risk, and this is true
as long as arbitrage is 100% efficient.
6
Please see Section 3.3 of the first paper for the definition of the RTRR. It is a de-risked TIPS that is post-personal tax and calculated
at standard risk aversion.
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components of the CAPM, respectively. As a result, it has the correct equity risk premium, or ERP, which
we calculate as the difference between the earnings yield and the RTRR.
Second, we explain the ERP well:
•

Our high-frequency “risk ensemble” has its finger on the high-frequency risk pulse of the market
(see Section 3.2, below). This works because equities are sufficiently in sync with other risk assets
that we can develop a proxy to access high-frequency equity risk. Then, stripping out the shortterm fluctuations by setting the risk ensemble at its long-term average level allows us to remove
many confounding factors, so that we can focus on the equity-specific lower-frequency factors
that truly interest us.

•

We handle both the innate fear investors have of equities in the aftermath of secular bear markets
(at least since World War II) and the fact that equities dislike both deflation and high inflation.

Third, our model acknowledges that the arbitrage between equities and Treasuries is likely 85% efficient,
rather than 100% efficient, albeit that it will be a few years from the time of this analysis before the data
are sufficient to fully prove this point. More broadly, we are explicit as to what components of investors’
behaviors are more vs. less likely to change as time passes by, because this understanding is a key input to
managing future uncertainty better.
In addition, we briefly draw the implications of the model with respect to the dynamics of bubbles,
crashes, and bull and bear markets.
Summary of Section 4: quantifying the components of the Treasury risk premium
The decomposition of the nominal Treasury rate into adopted inflation expectations, the 10 live 7
components of the Treasury risk premium (TRP), 8 and the RTRR, is ground-breaking work. Having
conclusively demonstrated that Treasuries are not risk-free, the work extends the reach of the CAPM to
include both asset classes rather than simply equities. This is of more than academic interest. Our dualpurpose CAPM explains the behavior of Treasuries as well as it explains equities. This is of marked
value to all fixed-income professionals, as well as to Fed and Treasury officials.

Out of the 10, five are in the TIPS and five are in the breakeven. Six are high-frequency and four are medium-frequency. In addition,
there are also four historical risk premia, which are currently zero and not expected to return.
8
This is a different concept from the Treasury term premium, which has been exhaustively studied in the literature.
7
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1.1. Introduction
The two most commonly used valuation metrics, the price/earnings (P/E) ratio and the cyclically adjusted
P/E, or CAPE, put investors in a conundrum. The P/E is timely but volatile, and provides counterintuitive
results during recessions, when earnings can go very low or negative. The CAPE solves the volatility
problem by averaging earnings over a long period, generally 10 years. But the earnings on which it is based
are no longer timely. 9 We solve this conundrum by introducing a valuation metric that outperforms the
P/E on timeliness and outperforms the CAPE in terms of volatility. This valuation metric is a P/E that is
based on “perceived earnings” rather than actual earnings.
As we showed in Paper Two, the actual earnings we use are the “Buffett earnings,” but we now need to
transform those actual earnings into perceived earnings by switching from an accounting logic to a
market logic to determine which part of the earnings the market perceives and reacts to the most. We
discover the transformation formula that maximizes the explanatory power of changes in earnings to
explain changes in prices.
This section first details the approach we follow to establish the transformation formula, then calculates
the perceived Buffett earnings, and finally sets out the implications of what we have found. We show that
the new valuation metric works as designed, outperforming both traditional P/Es and CAPEs on even
their best feature. The effect is truly dramatic at the monthly and quarterly frequencies.
Section 1.2 is unavoidably technical. Readers who are most interested in the results of this work rather than
its inner workings can skip ahead to Section 1.3.

1.2. Approach
The approach focuses on four questions.
First, how to handle data availability issues as we go back in time?
Second, what earnings time window does the market focus on? (Is it three-month, six-month, 12-month?)
And does the market manage only to look back, or does it succeed in peering ahead through the fog of
uncertainty?
Third, does the market look at the three tranches of earnings in the same way, or does it discount any of
them? (To recap, the three tranches are the clearly cyclical, the clearly secular, and a tranche in between
consisting of earnings of less clear provenance.)
Fourth, how does the market price earnings when they are low or negative (this is the point at which the
out-of-the-money call option feature of equities becomes particularly economically relevant), and also
when they are very high (leading to doubts as to their sustainability)?

For instance, the 10-year average earnings went up mechanically in 2019 because the very low earnings of the fourth quarter of
2008 and the first quarter of 2009 dropped out of the calculation window.
9
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We note that devising the perceived earnings is a key step in re-engineering the CAPM because it provides
a stable yet timely earnings yield (EY). 10 This EY is compared with its contemporaneous risk-free rate to
extract the equity risk premium.

1.2.1.

The 2001 switch to forward-looking operating earnings

Markets are known to be forward-looking, so the most conceptually sound valuation metrics should use
future expected Buffett earnings whenever available. The problem: analyst estimates of expected earnings
are not widely available from Capital IQ 11 for all S&P constituents before 2001. So, we are forced to use
reported earnings based on generally accepted accounting principles, or GAAP, as the root of the
perceived Buffett earnings until 2000. We switch to the preferred forward-looking operating earnings as
the root thereafter.
This poses three operational challenges. First, operating earnings are higher than GAAP earnings, even
outside of recessions. 12 Second, analyst estimates of operating earnings a few months into the future tend
to be optimistic and exhibit an upward bias. Both effects, if left unchecked, will artificially lower the P/E
multiple since 2001 relative to the one calculated based on GAAP earnings before 2001. Third, as we
change the root of the Buffett earnings from actual GAAP to forward-looking operating earnings, some of
the adjustments described in the second white paper to convert raw earnings into Buffett earnings,
especially dispersion, need to be adapted. As a result, we need to apply a correction (that we lay out in the
pages ahead) to make the two periods comparable.
Turning to the first issue, Exhibit 1 compares GAAP earnings and operating earnings. The difference is
large and has been increasing over time. We note, however, that much of the difference is explained by the
fact that dispersion is higher in GAAP earnings than in operating earnings. 13 Once adjusted for dispersion,
the difference between the two is significantly reduced, as Exhibit 2 shows. In theory, this rising residual
difference between the two could come from GAAP standards getting tighter, operating standards
becoming looser, or a combination of the two.
To check whether GAAP standards have become tighter, we compare GAAP margins to margins based on
the National Income and Product Accounts (NIPA) figures bridged to GAAP. 14 As Exhibit 3 shows, there is
no clear evidence that GAAP standards have become tighter, and so we take the view that the rising
difference between dispersion-adjusted GAAP and dispersion-adjusted operating earnings is due to
operating standards becoming looser.

The inverse of the P/E.
Other vendors go back a bit further.
12
This is because operating earnings exclude nonrecurring charges whereas GAAP earnings include them.
13
We calculate dispersion in operating earnings in the same way as that in GAAP earnings — please see Section 3 of the second paper
for methodology and Exhibit 8 below for results.
14
Please see Section 1 of the second white paper for details.
10
11
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Exhibit 1: Trailing 12-month earnings per share of
the S&P 500

Exhibit 2: Dispersion-adjusted trailing 12-month
earnings per share of the S&P 500
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Exhibit 3: S&P 500 GAAP profit margin compared Exhibit 4: Upward bias in consensus estimates of
with NIPA corporate profit margin partially bridged S&P 500 operating earnings
to S&P 500 GAAP 15
Calibrated between 2001 and 2019
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Calculated as National Income and Product Accounts corporate profits partially bridged to S&P 500 GAAP earnings, divided by IRS
business receipts. As of December 2021, the IRS business receipts are not available for 2019 or 2020 due to the lag of IRS reporting.
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The second issue is that analysts’ estimates of operating earnings are upwardly biased, particularly with
respect to the months that are the furthest away. In other words, hope springs eternal! Exhibit 4 shows the
effect, based on almost 20 years of comparison between forecast and outcomes. 16 The required correction
factor depends on the position of the fulcrum of the estimates, which we address in the next subsection.
The third issue is that when we switch the root of the Buffett earnings from actual GAAP earnings to
forward-looking operating earnings, the adjustments that were discussed in Paper Two need to be adapted
to be compatible with the new root. This is a two-step process in which we first adjust from actual GAAP to
actual operating earnings, where the adjustments related to the impairment of long-lived assets no longer
apply, and the dispersion is markedly smaller. 17 As we move from actual operating earnings to forwardlooking operating earnings, the dispersion depends on the position of the fulcrum of the estimates and is
smaller still.

1.2.2.

Optimal time windows for earnings

The 1871–2000 period
To find the time window that maximizes the explanatory power of GAAP-based Buffett earnings in
valuations, we test different widths of the time window (ranging from one month to 24 months) and
different leads and lags of the middle of the time window (ranging from minus six months to plus six
months). For example, a six-month time window with zero lag has three months in the past and three
months in the future. Said differently, we explicitly test whether the market was able to see and predict
the actual future beforehand.
To operationalize the approach, we need monthly earnings data. These are not available based on GAAP,
so we interpolate them from the trailing 12-month earnings. The interpolation is mathematically
impossible on a standalone basis because information is irretrievably lost by the averaging process of the
quarterly earnings into trailing 12-month earnings.
Therefore, to make the impossible possible, we add exogenous information. We first reconstruct the
output gap (defined as the percentage difference between actual GDP and potential GDP) by month, going
back to 1871. 18 The month-by-month output gap provides the additional information we are looking for as
long as we can quantify the link between output gap and earnings.

For the presentation of this graph, we have extended the IRS business receipts based on GDP growth to cover 2019 and 2020, where
the resulting NIPA corporate profit margin is plotted with a dotted line.
16
There is no consensus among data vendors on the actual operating earnings, let alone their forward-looking estimates. As a result,
the upward bias (and the corresponding correction factor) needs to be vendor-specific. With some vendors, the upward bias is
actually a downward one close to the earnings release date (not the case with ours when we take the long-term average between 2001
and 2019).
17
This can be seen from Exhibits 1 and 2, where the gap between GAAP and operating earnings becomes much smaller once adjusted
for dispersion. It can also be seen from Exhibit 8, where we compare the dispersions in GAAP and operating earnings.
18
The output gap is calculated with quarterly GDP (from the Bureau of Economic Analysis) and potential GDP (from the
Congressional Budget Office) since the late 1950s, interpolated by monthly unemployment rate (from the Bureau of Labor Statistics),
offset to have a zero average. (Our output gap is therefore higher than the CBO output gap because the latter has a negative longterm average.) Before then, we have reconstructed the output gap based on annual GDP according to MeasuringWorth,
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So second, we quantify the sensitivity of profit margins to the output gap in a time-dynamic fashion,
distinguished by whether the output gap is positive or negative. 19 This process adds the exogenous
information necessary to perform the interpolation of the earnings. Each month, which is inherently part
of 12 separate trailing 12-month series, is therefore being interpolated 12 times, with the results then being
averaged. Exhibit 5 showcases the results for the period between 1969 and 1975.
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Exhibit 5: Pre-all-tax Buffett profit margin and the output gap
Trailing 12-month vs. monthly interpolation, 1969–1975
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Once we have obtained the monthly earnings, we run a statistical process to find the time window that
maximizes the explanatory power of the change in earnings as a driver of the change in price. The
statistical process is based on running 312 (24×13) simple regressions of quarterly changes in price-tosecular-sales vs. quarterly changes in earnings-to-secular-sales, and measuring their correlation.
It is clear from Exhibit 6, which has been calibrated between 1871 and 2000, that while the optimal zone
has broad contours, 20 the trailing 12-month window in general use (row 12/columns -6 and -5) is far from
optimal. Although it is not shown here, the same process applied to 1947–2000 determines that the center
of the optimal zone has a slightly narrower time window with a fulcrum into the near future. Because our
pre-World War II Buffett earnings are reconstructed based on dividends that may not have a constant
lead-and-lag relationship with the actual earnings, we bias the optimal time window for 1871–2000

unemployment rates at multiple frequencies from various sources, and the monthly Index of American Business Activity from the
National Bureau of Economic Research.
19
Since 1990, a one-percentage-point change in the output gap roughly corresponds to a 50 basis point change in the profit margin —
about 60 basis points when the output gap is positive and 40 basis points when negative. Before 1990, the sensitivity is much lower
because GAAP standards of the time allowed smoothing of earnings, whereas mark-to-market does not.
20
This means that we could have chosen a slightly different fulcrum without notably changing the outcome.
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slightly toward the 1947–2000 optimum. This leads to the nine-month wide/one-month ahead solution
(row 9/column 1) we have chosen, which is marked on Exhibit 6. Given that present earnings are not
known in real time, the findings mean that, during this period, the market showed some ability to peer a
few months into the unknown. However, we note that the market has largely lost this ability since 2001, at
least with respect to the GAAP earnings, as we will discuss later.
Exhibit 6: Correlations between price/sales and Buffett earnings/sales of the S&P 500 21 based on
earnings with different time windows, with the arrow showing the improvement from the trailing 12month to the chosen optimum
Calculated between 1871 and 2000
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Source: S&P, Oliver Wyman

The 2001–present period
Forward-looking operating earnings can be compared with futures contracts in the sense that their
maturity reduces over time until they settle on actual outcomes, which become known a few weeks after
the end of each quarter. This feature makes it difficult to use raw estimates for the purpose at hand, so for
21

Calculated between the quarterly change in price/sales and the quarterly change in earnings/sales.
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every month we create a constant-maturity curve. In this structure, what we call M0 (zero maturity, hence
the notation), corresponds to the quarterly earnings finishing right now, M-1 corresponds to the one
finishing three months ago, M1 corresponds to the one finishing three months into the future, and so on.
Exhibit 7 below shows this curve for a typical month (the end of September 2018), both before and after
adjustment for the upward bias we highlighted earlier.
We use a statistical process to determine which combination of maturities maximizes the explanatory
power of earnings in driving price. 22 In the interests of brevity, we will not describe it here. We find that
the best combination of forward-looking operating earnings is 75% of M2 and 25% of M3, whose fulcrum is
effectively 5.25 months into the future. 23 As we have commented earlier, dispersion in the 75:25
combination of M2 and M3 is even smaller than that in the actual operating earnings per share (EPS) as
shown in Exhibit 8.
Exhibit 7: Constant-maturity forward-looking
operating earnings per share of the S&P 500 24
before and after adjusting for the upward bias in
their estimates 25

Exhibit 8: Dispersions in S&P 500 GAAP EPS,
operating EPS, and 75:25 combination of forwardlooking operating M2 and M3
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Or more precisely, how changes in earnings drive changes in price.
M2 earnings cover the quarter starting at the beginning of month four and finishing at the end of month six, so its fulcrum is in the
middle of month five, so four and a half months into the future. M3’s fulcrum is 7.5 months into the future, and the 75/25
combination is 5.25 months into the future.
24
Both before dispersion adjustment.
25
The estimate for M-1 is equal to the actual because the earnings are fully known three months after the end of the quarter.
22

23
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Exhibit 9 shows the pre-2001 earnings based on GAAP 26 and the post-2001 earnings based on the 75:25
M2:M3 fulcrum26 before and after the correction we have applied to make them consistent as we splice the
two series.
This correction is required for the reasons mentioned earlier. To recap, operating earnings are structurally
higher than GAAP earnings; forward-looking operating earnings estimates are too optimistic; 27 dispersion
in the forward-looking operating earnings estimates is much lower than that in GAAP earnings; and some
of the accounting adjustments for Buffett earnings based on GAAP do not apply to those based on
operating. The main part of our correction addresses the first three effects in one go by comparing
dispersion-adjusted GAAP earnings to the higher dispersion-adjusted 75:25 M2:M3 and adjusting the latter
downward. 28 We then also address the fourth and minor effect. 29
Exhibit 9: Pre-2001 GAAP earnings with optimal time window 30 vs. post-2001 75:25 forward-looking
operating M2:M3 before and after correction
2020 $, January 1990–December 2021

40
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2010

2020

Pre-2001 GAAP earnings (nine month window centered one month ahead)
Pre-2001 GAAP earnings (nine month window centered one month ahead), calculated post-2001
Post-2001 75:25 forward looking operating M2:M3 (before correction)
Post-2001 75:25 forward looking operating M2:M3 (after correction)
Source: Capital IQ, Oliver Wyman

Both earnings have been adjusted for dispersion.
We note that the difference between the GAAP and forward-looking operating earnings series has shrunk during the COVID-19
pandemic. We have not included this reduction in our modeling (please see Footnote 28) because we suspect it is temporary —
driven by the unusual nature of the COVID recession (very deep but very short). In such a situation, M2M drives deep markdowns, a
portion of which gets reversed as the economy recovers (Berkshire Hathaway is a good example of the phenomenon). The situation
requires active monitoring over the next few quarters with a view to tweaking the adjustment if the “temporary” assumption proves
incorrect.
28
We subtract 19 bps from the dispersion-adjusted 75:25 M2:M3 margin between mid-2003 and 2009 and 61 bps since 2015, with
straight lines going from 0 to 19 bps between mid-2002 and mid-2003 and from 19 bps to 61 bps between 2010 and 2014. This
adjustment has the effect of bridging the level of the dispersion-adjusted 75:25 M2:M3 to that of the dispersion-adjusted GAAP
earnings.
29
The adjustments we have applied to GAAP earnings but not to forward-looking operating earnings estimates focus on those related
to changes in accounting standards with respect to long-lived assets.
30
Stopped in July 2021.
26
27
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As an aside, when we repeat the statistical process with Buffett earnings whose root is either GAAP or
actual operating earnings rather than forward-looking estimates, we find that, with GAAP, the optimal
time window is eight months into the past and one month into the future. With actual operating earnings,
however, it is three months into the past and four months into the future. This leads us to conclude that,
since 2001, the market’s ability to peer a few months ahead has largely shifted from GAAP earnings to
operating earnings. 31
We note the dichotomy between the result based on actual operating earnings and the one based on
forward-looking expected operating earnings — there is about a five-month difference between the two
fulcra. In other words, the market peers into the future and prices itself based on what it expects,
but it is not very good at predicting actual outcomes. 32

1.2.3.

The three tranches of earnings

We split the Buffett earnings, calculated with their optimal time window, into three tranches. We first
identify the tranche that is clearly cyclical by quantifying the relationship between profit margin and the
output gap. We then quantify the clearly secular tranche by measuring the persistent part of the deoutput-gapped earnings. The non-persistent remaining part is neither clearly cyclical nor clearly secular.
Exhibit 10 shows the results of the three-way split.
Splitting a time series between its high-frequency and low-frequency components is a task we need to
perform repeatedly as part of this work. Splitting the de-output-gapped earnings into two is the first of
many instances. This is typically done with a high-pass filter, which removes the low-frequency,
persistent component of a time series. However, we concluded that the high-pass filters in general use
have too much lag for our purposes, so we developed our own. It is based on an evolution of John Ehler’s
Fractal Adaptive Moving Average (FRAMA), 33 and has even less lag than the FRAMA. We refer to it as the
Fractal Adaptive Moving Trend (FRAMT). The FRAMT of a time series at any given time is the last point on
the decayed trendline calculated using the time series up until that time, where the decay is scaled by the
rolling fractal dimension of the time series. Appendix B provides the evidence of the superiority of the
FRAMT over more commonly used high-pass filters. From this point on, we will commonly refer to the
FRAMT and FRAMT-ing whenever we use this high-pass filter.
We establish the way the market perceives the three tranches of earnings by multivariate regressions. We
find that while the secular and the cyclical tranches have very similar impacts on the price, the remaining
tranche has about 25% of the impact. Therefore, we discount the remaining tranche by 75%; the results are
shown in Exhibit 11. The effect, while visually small, is statistically significant. 34

This is not surprising because the nonrecurring part of GAAP earnings is particularly difficult to predict from the outside.
After all, “it is tough to make predictions, especially about the future” — attributed to Yogi Berra and many others.
33
For more details, please read: https://www.mesasoftware.com/papers/FRAMA.pdf.
34
Having said that, a model not including this feature would work nearly as well as the model including it.
31

32
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Exhibit 10: Decomposition of the S&P 500
earnings 35

Exhibit 11: S&P 500 earnings 36 before and after
discounting the non-secular, non-cyclical
component

Of S&P 500 sales, January 1871–December 2021

Of S&P 500 sales, January 1871–December 2021

25%

25%

20%
20%

15%
10%

15%

5%
10%

0%
-5%

5%

-10%
1870 1890 1910 1930 1950 1970 1990 2010
Total

Secular tranche

Cyclical tranche

Remainder

Source: S&P, Cowles Commission, Capital IQ, Oliver Wyman

1.2.4.

0%
1870 1890 1910 1930 1950 1970 1990 2010
Before discounting

After discounting

Source: S&P, Cowles Commission, Capital IQ, Oliver Wyman

The out-of-the-money call option and margin compression effects

The work on dispersion clearly shows the out-of-the-money call option effect: When the earnings are low
or negative, the price is floored. Exhibits 8 and 9 of the second white paper illustrate this point.
To quantify the effect, we use our S&P 500 constituent database since 1974 37 and focus on a subset of the
data in which the likelihood of confounding variables being present is lower than average, so that the
effects we seek to measure are not obscured by other factors. First, every month, we exclude the roughly
20% 38 of the S&P 500 constituents that are in restructuring or other one-off events (please see Section 3 of
the second white paper). Next, of the remaining constituents, we further exclude the 40% with three-year
sales per share growth in the top or the bottom quintile, because their valuations are too impacted by high

The root is GAAP earnings before 2001 and forward-looking operating earnings since 2001. The optimal time windows have been
applied, along with the appropriate adjustments to convert raw earnings into Buffett earnings.
36
The root is GAAP earnings between 1871 and 2000 and forward-looking operating earnings since 2001.
37
Market capitalization data at the constituent level, necessary for quantifying the out-of-the-money call option effect, are available
only from 1974 onward.
38
The 20% is an average figure; it is higher in the vicinity of recession months.
35
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or negative growth. The residual 40% of the original data set is affected by neither restructuring nor
growth and is therefore “clean” for our purposes.
In addition, because valuations have varied widely between 1974 and 2021, we standardize valuations to
their 150-year average. In order for the results to be compatible with Buffett earnings, which are the basis
of the perceived Buffett earnings, we also convert the constituents’ earnings from GAAP into Buffett
earnings using our index-level adjustments described in the second white paper. Exhibit 12 shows the
results.
Exhibit 12: Out-of-the-money call option and margin compression effects of the S&P 500 constituents
Constituent price/sales (normalized to 150-year valuation level) by ‘twentile’ 39 of Buffett profit margin,
January 1974–March 2021
4.5
4.0
3.5
3.0
2.5
2.0
1.5
1.0
0.5

OTM call
option
effect

0.0
-5%

0%

5%

10%

15%

20%

25%

30%

35%

Source: S&P, Cowles Commission, Capital IQ, Oliver Wyman

We draw two conclusions from the exhibit. First, the out-of-the-money effect we expected is indeed
present. Second, at individual constituent level, high margins are being discounted by investors because
of fears that competition and technological innovation will erode the moats underpinning the current
high margins.
However, there is no conceptual reason why the behavior of individual constituents should scale up
exactly to the index. In particular, one would expect high margins to be discounted less at index level
because the individual causes that warrant a discount for a particular company do not scale up well to the
index.

39

Each twentile is equivalent to five percentiles.
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So we use the two wedges highlighted in Exhibit 12 only to initialize our nonlinear optimizer. 40 Running
the optimizer demonstrates that the correct answer at index level is a muted form of what we observe at
individual constituent level, particularly on the high-margin side. It has two segments rather than three
and the discount associated with high margins is much lower. Exhibit 13 shows the results of the twosegment modeling. Exhibit 14 shows how the inclusion of an out-of-the-money effect and a mild discount
for high margins affects perceived margins. 41 They have a slightly smaller range than actual margins 42 and
lead them by a few months.
Exhibit 13: Transformation of the recombined
margin 43 into the perceived margin 44

Exhibit 14: Trailing 12-month Buffett margins vs.
perceived Buffett margins of the S&P 500

Of S&P 500 sales, January 1871–December 2021 45

January 1871–December 2021
25%

10%

Average required margin

9%
20%

8%
7%

15%

6%
10%

5%
4%
3%

5%
3%

4%

5%
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8%

9% 10%

Average recombined margin

0%
1870 1890 1910 1930 1950 1970 1990 2010

45-degree line

Trailing 12-month Buffett margins

Transformation below median margin

Perceived Buffett margins

Transformation above median margin

World war and aftermath

Source: S&P, Cowles Commission, Oliver Wyman

Source: S&P, Cowles Commission, Oliver Wyman

Nonlinear optimization is a very powerful tool but it works best when “fed” initial inputs that are relatively close to the final
optimum. So, we use linear approaches to initialize the optimizer with parameters that are imprecise but have the correct order of
magnitude, and let the nonlinear optimizer reach the final result.
41
We only include this effect after World War II because equities traded on dividend yields before World War II. This was rational
because there were no accounting standards to speak of by which to accurately gauge earnings and sales.
42
This is due to the out-of-the-money and mild margin compression effects highlighted above, but also due to the 50% discount on
the third, residual, tranche of perceived earnings.
43
The recombined margin is the Buffett margin after discounting the non-secular, non-cyclical component, whereas the required
margin is the margin that would fully explain price/secular sales.
44
Please note that the y-axis has been elongated to improve the legibility of the exhibit.
45
The y-axis has been elongated to improve legibility.
40

© Oliver Wyman Forum

18

A zero-lag, perception-based valuation metric

Please note that the perceived earnings shown in Exhibit 14 are near-final rather than final. We further
adjust them later in the process, though the three adjustments are minor (see Section 2.2.10).

1.3. Results
To recap: we run the transformation formula described above on the Buffett earnings to obtain the
perceived Buffett earnings. 46
Exhibits 15 and 16 document the progress we make as we improve both the valuation metric and the data
underpinning it. The stronger the explanatory power of the earnings, the less volatile the valuation metric
will be and the higher their R-squared at explaining the price. 47
Step one valuation metric: P/E, based on a traditional data set.
Step two valuation metric: 10-year Shiller CAPE, based on a traditional data set.
Step three valuation metric: total return CAPE, based on Buffett earnings.
Step four valuation metric: P/E, based on perceived Buffett earnings.
Exhibit 15: Historical variations of S&P 500 valuation metrics relative to their long-term harmonic
averages
January 1881–December 2021
P/E

Shiller CAPE

Total Return Buffett
CAPE

Perceived Buffett
P/E

High

9.5x

3.0x

2.6x

2.5x

Low

0.4x

0.3x

0.4x

0.4x

High-low range

9.1x

2.7x

2.2x

2.1x

0.78x

0.48x

0.40x

0.33x

Standard deviation
Source: Prof. Robert Shiller, Oliver Wyman

46
Perceived Buffett earnings = (secular and cyclical tranches of Buffett earnings + 0.50×remaining tranche of Buffett earnings) when
the Buffett margin is higher than 5%. Otherwise, a percentage of the secular tranche of sales is added; the percentage starts at 1.8% if
the Buffett margin is 0 and decreases linearly to 0% if the Buffett margin is equal to 5%.
47
The equation is simply change in (price/secular sales) = α×change in (earnings/secular sales) + error.
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Exhibit 16: Explanatory power of earnings in the S&P 500 valuation metrics
R-squared between change in price/sales and change in earnings/sales, January 1881–December 2021
P/E

Shiller CAPE

Total Return Buffett
CAPE

Perceived Buffett
P/E

Monthly

2.8%

<0.5%

<0.5%

7.7%

Quarterly

6.4%

<0.5%

<0.5%

15.6%

Annual

18.5%

<0.5%

<0.5%

34.5%

Five-year

33.3%

3.6%

5.8%

35.7%

10-year

32.4%

7.9%

11.0%

34.5%

20-year

36.7%

16.0%

33.7%

44.4%

40-year

53.1%

42.9%

59.8%

67.7%

Frequency

Source: Prof. Robert Shiller, Oliver Wyman

The implications of Exhibits 15 and 16 should not be underestimated. In the scientific realm of signal
processing, the traditional way to reduce the volatility of a noisy signal is to smooth it by aggregating
multiple data points, which generally introduces a time lag. In the case of a simple moving average, or
SMA, the lag is equal to half the length of the moving average period. CAPEs generally use a 10-year SMA,
so a five-year lag is therefore mechanically introduced.
We have designed the P/E based on perceived earnings rather than standard earnings in order to
circumvent the general signal processing rule. The process that we use to establish the optimal time
windows locks in zero-lag (as shown earlier). The rule indicates that this zero-lag metric should not have a
significantly reduced volatility. Yet it does: its volatility is less than that of the CAPEs, let alone that of a
standard P/E (see Exhibit 15).
In summary, our zero-lag, low-standard-deviation, perceived Buffett P/E metric dramatically outperforms
P/E- or CAPE-based alternatives at annual or higher frequencies, and also outperforms them at lower
frequencies (see Exhibit 16).
Further, the reduction in high-low range and standard deviation, and the general improvement in Rsquared as we go through the steps, show that once properly defined and adjusted, earnings are a stronger
guardrail to valuations than is commonly believed. In other words, the market is more efficient than it is
sometimes given credit for in the sense that it reacts to earnings more directly than is generally
recognized.
To explain why this is the case, we extend our musical analogy to dancing. Price is a ballet dancer that
needs a suitable partner, but neither traditional earnings metrics meet its requirements. The 12-month
trailing earnings move with less finesse than the ballet dancer—for instance, they go negative—and are
always one step behind. While the 10-year trailing earnings of the CAPE do not go negative, they dance
with all the grace of an elephant. In contrast, we have engineered our perceived earnings to attempt to
keep up with this dance of price. That the attempt has been successful underpins our earlier point about
market efficiency.
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2.1. Overview
In the first white paper, we showed that the standard CAPM fails in practice, we outlined the broad
reasons why this is the case, and we described a high-level approach to solve the problem. To do that, we
must first develop a full understanding of the drivers of certain economic and financial variables. We
focus here on these drivers, explain in more detail why the standard CAPM fails, and lay the groundwork
for the re-engineering required for it to succeed.
As a prerequisite to this work, we establish solid, consistent data on Treasuries going back to 1871 (similar
to our work on earnings described in the second white paper). To this effect, we reconstruct 20-year
nominal Treasuries and we back-cast 20-year Treasury inflation-protected securities, or TIPS. The
approach differs for the two series because nominal Treasuries existed in 1871, whereas actual TIPS came
into existence only in 1998. Please see Appendix B for the methodology and results.
This section contains 10 main insights:
First, while the modern US economy is much less volatile than its forebear, it is subject to periods of
acceleration and deceleration whose frequency has been largely invariant over a century and half.
Second, there is no difference between the real Treasury rate and the nominal Treasury rate until the
mid-1950s because long-term inflation expectations were zero until that time and the so-called Fisher
effect 48 was not yet operative.
Third, market-based breakeven inflation expectations, as measured by the difference between nominal
Treasury rates and TIPS, are a poor measure of long-term inflation expectations because they also carry a
host of unrelated risks.
Fourth, equity and Treasury volatilities have not responded in kind to the reduction in volatility of the
economy. This indicates that investors now react to smaller signals than they would have in the past
because their frame of reference is scaled to a world of much lower economic volatility.
Fifth, the instability of the equity-Treasury correlations over time and across the frequency spectrum
guarantees the failure of the traditional CAPM.
Sixth, TIPS have a complex, largely unrecognized, relationship with risk that requires disentangling. The
results of this disentanglement are helpful as we develop a deeper understanding of both equity and
Treasury markets, particularly so with respect to the latter.
Seventh, the market becomes more sophisticated as time passes: Investors discover how to price
previously ignored risks and do so specifically by asset class, and learned behaviors, such as portfolio
rebalancing, become more common. As a result, the primordial soup of a single “non-cash financial asset”
class evolves into multiple asset classes with very distinct characteristics.

The Fisher effect states that the nominal interest rate is the sum of the real interest rate and expected inflation; as a result, changes
in expected inflation have a one-to-one impact on the nominal rate when the Fisher effect is operational.

48
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Eighth, the broadening of the motivations for holding Treasuries has subtly changed the meaning
embedded in their price signal. This broadening leads to a negative risk premium, which economists call
the “convenience yield.” The emergence of a convenience yield from the mid-1960s onward needs to be
addressed and reversed in order to normalize the meaning of the price signal over the 150-year
observation period.
Ninth, the combination of high inflation and high investor personal tax rates turns high real pre-tax
interest rates into low post-tax ones.
And, finally, 10th, arbitrage is not 100% efficient, particularly when the market does not have a full
understanding of what is being arbitraged.
In Section 2.2, we show the work that led to each of these findings to a level of detail that is consistent with
their importance. In Section 2.3, we draw the implications of these findings from a technical modeling point
of view. Readers who are most interested in the results of this work rather than its inner workings can skip
ahead to Section 3.
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2.2. The 10 insights
2.2.1.

First insight: the innate pulse of the US economy is no slower than it was

We first note that the growth rate of the US real potential GDP has declined, as shown in Exhibit 17, and
that the economy exhibited a regime change after World War II, with a marked decrease in volatility, as
shown in Exhibit 18.
Exhibit 17: Annualized rolling 20-year growth rate
of real potential GDP, 49 split into population
growth and productivity growth elements

Exhibit 18: Output gap exhibiting different
volatilities 50 pre- and post-WWII

January 1875–December 2021

January 1870–December 2021
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Source: S&P, Cowles Commission, Capital IQ, Oliver Wyman

Source: S&P, Cowles Commission, Capital IQ, Oliver Wyman

We also note that inflation exhibits a regime change, but the change happens in the mid-1950s. 51 In other
words, both the real economy and inflation exhibited regime changes, but a decade separated the two.

From 1970 onward: based on the real potential GDP from CBO (1970 is the first year when the rolling 20-year growth can be
calculated given that Congressional Budget Office data start in 1949); as is always the case, we offset the CBO output gap such that it
has a zero long-term average of zero. Before 1970: reconstructed based on the real GDP from MeasuringWorth, informed by the
recession indicator from NBER, unemployment rates from various sources, and the monthly Index of American Business Activity
from NBER. The process allows us to define and connect “waypoints” where the economy is at zero output gap, at which point the
real potential GDP is equal to the real GDP.
50
Volatilities of the output gap are calculated as standard deviations of its annual change.
51
The annual CPI inflation has volatilities of 8.8% between 1871 and the mid-1950s and 1.9% between the mid-1950s and 2021.
49
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In addition, and perhaps most important, we put forward a complementary way to think about the
business cycle. Inspired by the way the Organization for Economic Cooperation and Development (OECD)
defines growth recessions, we call a recession when the growth rate of the economy 52 relative to its local
trend falls below zero. Exhibits 19 and 20 show the results, which are strikingly different from the
traditional perspective. Business cycles measured in this fashion have not noticeably lengthened over
time. Under this metric, the long expansion from the end of the global financial crisis to the COVID-19
recession experienced three growth recessions, which correspond to local troughs in S&P 500 profit
margins.
In other words, the US economy has an innate frequency at which it goes through acceleration and
slowdown phases. The much more powerful economic-stabilizing tools of the modern era have tamed the
magnitude of the effects but not altered the underlying pulse. We will explore this point in more detail in
the fifth white paper of this series.
Exhibit 19: Growth rate of the economy relative to its local trend and recession defined by OW
January 1870–December 2021
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-15%
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Growth rate of the economy relative to its local trend

Source: BEA, CBO, MeasuringWorth, NBER, Oliver Wyman

Measured as annual change in the output gap, which has been lightly smoothed post-World War II. The smoothing is necessary to
make the timing of the crossings more accurate. We could have used a more centered measure for the change in output gap, which
would lead to slightly different timings.

52
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Exhibit 20: Comparison of traditional and growth-based recession definitions
Proportion of months according to

Average cycle length in years according to

Traditional recession

Growth recession

Traditional recession

Growth recession

Pre-1945

42%

43%

4.2

3.3

Post-1945

14%

41%

6.3

3.4

Entire period

28%

42%

5.0

3.3

Source: NBER, Oliver Wyman

2.2.2.

Second insight: long-term nominal and real Treasury rates are identical until the
mid-1950s

As background, three conditions need to be met for long-term nominal and real rates to diverge: the very
concept of long-term inflation expectations needs to be understood and embraced by the market; the
concept having been embraced, those long-term inflation expectations need to be non-zero; and those
non-zero expectations need to “pass through” by increasing the nominal rate relative to the real rate
because the Fisher effect is operational. Our review shows that none of these conditions was met before
the mid-1950s, let alone all three. This result greatly simplifies our calculation of the RTRR before the mid1950s because we can start our calculation from long-term nominal Treasuries, safe in the knowledge that
they are identical to long-term real Treasuries before that time.
To start with, we find no evidence of the market conceiving of long-term inflation expectations until the
mid-1950s. This is in sharp contrast to short-term inflation expectations, which have long been
understood because commodity futures have existed since well before 1871. 53
Second, even if the concept had been embraced, the nature of the inflation until that time (that is, high
volatility relative to its mean), and the lack of advanced statistical techniques, mean that it would have
been difficult for the market to form a non-zero long-term inflation expectation. 54
Third, even if these first two conditions had been met, the Fisher effect was not yet operational 55 (even
though Irving Fisher, one of the architects of modern central bank policy, understood it early on) and any
non-zero inflation expectation would not have passed through.
Both inflation expectations and the Fisher effect gradually took hold from the mid-1950s onward and were
well established by the 1970s. Using survey data, Kozicki and Tinsley (2012) estimated long-term inflation
expectations since 1955, which start at modest levels and rise over time. By contrast, the literature does

The early US economy was commodities intensive, and short-term inflation expectations could easily be formed by looking at the
term structure of the commodities curve. Unusually high contango meant inflation ahead; backwardation meant the opposite.
54
There was a period of sustained inflation for about five years in the late 1890s and early 1900s. Astute investors might have realized
beforehand that it would be coming because of the large-scale gold discoveries in South Africa in the 1880s. One would expect such
increase in gold supply to drive inflation up in a gold-standard monetary system, as it did. They would have based their forecast on
the similar impact of discoveries of South American gold on the Spanish economy in the 16th century. However, we find no evidence
that the market at large made this assessment.
55
Please see Exhibits 19 and 20, which show that we measure very little Fisher effect until the late 1950s.
53
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not provide conclusive evidence as to the adoption curve of the Fisher effect. So, we set out to establish it
ourselves.
The core idea behind the Fisher effect is that long-term inflation expectations are a key building block of
long-term nominal Treasury rates. So their adoption can be assessed by quantifying the reaction of the
long-term nominal Treasury rates to changes in the long-term inflation expectations over time.
We achieve this by tackling the trend and the volatility components of survey-based long-term inflation
expectations separately, as shown in Exhibits 21 and 22. The results indicate that, while the adoption of
the trend component starteda few years earlier than that of the volatility component, both components
have been fully adopted since the late 1960s.
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Exhibit 22: Quantification of the adoption of the
volatility component of long-term inflation
expectations

Treasury rate, inflation expectations

Exhibit 21: Quantification of the adoption of the
trend component of long-term inflation
expectations

Trend component of the nominal yield
shown in dotted

Volatility component of the nominal yield

Trend component of the inflation
expectations shown in dotted

Volatility component of the inflation
expectations

Ratio between the slopes of the trend
components

Centered rolling 10-year regression
slope between the volatility components

Modeled adoption of the trend
component of inflation expectations

Modeled adoption of the volatility
component of inflation expectations

Source: Federal Reserve, Kozicki and Tinsley (2012), Oliver
Wyman
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Exhibit 23 shows the results of the decomposition of the long-term nominal rate.
Exhibit 23: Long-term inflation expectations, long-term nominal rate and nominal rate net of adopted
inflation expectations 56
January 1946–December 2021
16%
14%
12%
10%
8%
6%
4%
2%
0%
-2%
1946
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Long-term inflation expectations

Adopted part

Non-adopted part

Long-term nominal rate

2016

Nominal rate - adopted inflation expectations
Source: Kozicki and Tinsley (2012), Federal Reserve, NBER, Oliver Wyman

Note: we are not using the breakeven inflation rate as a measure of long-term inflation expectations, as
explained below in the third insight.

56

Split between the adopted and the non-adopted parts.
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2.2.3.

Third insight: breakeven inflation expectations are a poor measure of expected
inflation

Since the advents of TIPS in 1998, it has been possible to split nominal Treasuries between their real and
breakeven expectation components. Exhibit 24 compares the breakeven and the adjusted breakeven 57 to
survey-based long-term inflation expectations.
Exhibit 24: 20-year breakeven inflation expectations before and after adjustments for convenience
yield and liquidity vs. survey-based long-term inflation expectations 58
January 1998–December 2021
3.5%
3.0%
2.5%
2.0%
1.5%
1.0%
0.5%
1998

2003
Breakeven

2008
Adjusted breakeven

2013

2018

Survey-based long-term inflation expectations

Source: Federal Reserve, Livingston Survey, Oliver Wyman

The adjustment to the breakeven reduces the standard deviation of the difference between it and the
survey-based inflation expectations by 13%, but an uncomfortably large difference still remains, raising
the question of why this is the case, particularly given that the professional forecasters are well aware of
the breakevens.
One can start to answer this question by looking at the volatility of the forecasts relative to actual
outcomes. The much higher volatility of the breakeven relative to the survey-based long-term inflation
expectations is striking. Exhibit 25 expands on this point by comparing the volatility of the adjusted
The breakeven requires an adjustment for two reasons. First, nominal Treasuries carry a convenience yield, some of which passes
through to TIPS, while the rest remains with the breakeven. Second, TIPS also suffered from liquidity issues early on and during the
global financial crisis, so we correct for this effect as well. The details of the convenience yield adjustment can be found in the eighth
insight that follows; the details of the liquidity adjustments can be found in Appendix B.
58
The survey-based long-term expectations based on the Livingston Survey are for the next 10 years.
57
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breakeven with those of the ex-ante survey-based long-term inflation expectations and the ex-post
realized 10-year inflation.
Exhibit 25: Volatilities 59 of ex-ante and ex-post inflation
20-year breakeven adjusted for
convenience yield and liquidity

Survey-based long-term inflation
expectations

Realized 10-year inflation
measured by CPI

0.48%

0.12%

0.17%

Source: Federal Reserve, Livingston Survey, BLS, Oliver Wyman

A fundamental rule of forecasting is that a forecast that repeatedly has higher volatility than the realized
outcome is necessarily a poor one. When breakeven inflation expectations are treated as a forecast of
future inflation, they fail this rule. However, the failure is more apparent than real because its root cause
is not forecasting error, but rather the generally unacknowledged embedding of risk premia. We show in
Section 4 of this paper that breakeven inflation expectations are best seen as the sum of multiple factors:
the market view of long-term inflation expectations plus a full suite of risk premia at various frequencies.
In what follows here, we illustrate the point by focusing on two examples.
First example
The Chicago Board Options Exchange’s Volatility Index, or VIX, is a good broad-purpose measure of risk
aversion, 60 and high VIX levels have always been associated with periods of stress. Exhibit 26 shows the
strong negative correlation 61 between VIX levels and the net adjusted breakeven, which we define as the
adjusted breakeven minus survey-based long-term inflation expectations. This negative correlation
highlights that breakevens are more than the market’s view of long-term inflation expectations.

Calculated as the standard deviation of annual change in the inflation rate.
Albeit equity-centric.
61
About -0.5 at the quarterly frequency since 1998. No such correlation is visible before that time, if only breakevens are
reconstructed before 1998.
59

60
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50

0.0%
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Net adjusted breakeven

Exhibit 26: Net adjusted breakeven vs. VIX
January 1998–December 2021

-1.5%
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Net adjusted breakeven

2013
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10

VIX

Source: Federal Reserve, Livingston Survey, CBOE, Oliver Wyman

Second example
With this example, we compare the high-frequency component of net-adjusted breakevens with the highfrequency component of earnings yield, going back to 1972. We focus on high frequencies because we do
not expect any relationship whatsoever between earnings yields and breakevens at low frequencies,
because the low-frequency forces that drive them are so different, and indeed there is none. This, in turn,
requires removing the low-frequency parts of both series by using a high-pass filter to “stationarize” the
two series. 62 As already mentioned in Section 1.2.3, the commonly used high-pass filters 63 introduce more
lag than is necessary, so we create a bespoke high-pass filter that we call the Fractal Average Moving Trend
(FRAMT) of the series to reduce lag to a minimum. Exhibit 27 shows the results of the comparison.

In statistics, the definition of stationarity comes in both a weak form and a strong form. A high-pass filtered financial series usually
meets the criteria of the weak form at low frequencies but not at the high-frequency because the volatility of financial series tends to
cluster.
63
In signal processing, high-pass filters are used to remove the low-frequency component of a time series, which allows users to focus
on the highly mean-reverting, high-frequency component.
62
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Exhibit 27: Net adjusted breakeven and perceived Buffett EY, both stationarized by FRAMT
January 1970–December 2021
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1970
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Period of negative correlation

Period of positive correlation

Stationarized net adjusted breakeven

Stationarized perceived Buffett EY

2020

World war and aftermath
Source: Oliver Wyman

Looking at Exhibit 27, it is clear that there is generally a relationship between high-frequency EYs and
high-frequency net-adjusted breakevens, but it is unstable. Later in this paper, and in the second section
of the fifth white paper, we show both why it is unstable and the lessons that can be learned from
observing the relationship. What follows here is an overview.
Both EYs and breakevens embed real-economy and inflation risks at multiple frequencies, but the
dynamics of how EY and breakevens react to those risks are very different. EYs are monotonic in realeconomy risk (they rise when economic concerns grow), but are not monotonic in inflation risk (see
Section 3.2 below). 64 In contrast, breakevens are monotonic in both real-economy risk 65 and in inflation
risk. 66

64
At medium frequency, transforming inflation risk by measuring it as distance-to-Goldilocks (see Section 3.2.4) makes it
monotonic.
65
Though in the other direction. They fall when economic risk rises — see Section 4.3.
66
They rise when inflation risks do, in mechanical consequence of what they are.
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Against this background, investors are always concerned about both the real-economy and inflation, but
the balance of concern between the two shifts over time. In addition, inflation concerns take both
inflationary and deflationary form at different times.
It is the interaction of this moving landscape with the different reaction functions of the EY and
breakevens to real-economy and inflation risks that is the source of the unstable relationship. By carefully
observing how the relationship shifts, one can glean insights about what the market really thinks.
Finally, we note that breakevens are reconstructed before 1998. The reconstruction is likely to miss some
short-term nuances. As a result, the reconstruction period provides fewer insights than the post-1998
period.

2.2.4.

Fourth insight: the reduction in volatility of the economy has not passed through
to financial assets

Exhibit 28 shows the contrasting paths of the volatilities of the real economy, realized inflation, nominal
treasuries, TIPS, and equities.
Exhibit 28: Rolling 20-year volatilities of real GDP, annual inflation measured by CPI, nominal 20-year
Treasury total return, 20-year TIPS total return, and real S&P 500 total return 67
January 1870–December 2021
30%

Annualized volatility
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5%
0%
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CPI inflation

Treasuries total nominal return (pre-1955)

Nominal Treasuries total nominal return (post-1955)

TIPS total real return (post-1955)

S&P 500 total real return

Source: BEA, MeasuringWorth, Professor Shiller, BLS, Federal Reserve, NBER, S&P, Cowles Commission, Oliver Wyman

Please note that the centered 20-year rolling volatilities are sensitive to whether the Great Depression and World War II fall into the
rolling window.

67
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We draw three conclusions from Exhibit 28. First, while the real economy and inflation exhibit declining
volatility over time, the opposite is largely true for nominal Treasuries. In other words, in early decades
nominal Treasuries are relatively insensitive to a volatile real economy and inflation, whereas in the
modern era they are highly reactive to a much less volatile real economy and inflation. This indicates that
they have come to carry a much richer information set as time has gone by. In other words, they now
price in high-frequency risks that they did not price in historically.
Second, we note that the volatility of the back-cast TIPS is significantly lower than the one of the actual
post-1998 TIPS, which indicates that the back-casting process has unwittingly taken some high-frequency
risks out. We conclude that, similarly to nominal Treasuries, the TIPS series carries different risks at
different times.
Third, the volatility of equities is barely higher now than it was a century and a half ago. The implication is
twofold: i) equity prices react to volatility-adjusted economic variables rather than raw economic variables
— otherwise equity volatility would be much lower today than it was in the 19th century in light of the
much lower volatility of the modern economy; and ii) they acquired fewer high-frequency risks 68 over
time than nominal Treasuries did.

2.2.5.

Fifth insight: traditional CAPMs fail because of the instability of the equity–
Treasury correlation

It has long been known that the nominal equity–nominal Treasury correlation has not been stable over
time. It has been generally negative at the one-year frequency only since the 2000s, underpinning the
performance of 60/40 portfolios. Before that, it was generally positive. What is less known is that this
correlation also varies as a function of the frequency at which it is being measured, as Exhibit 29 shows.
Similarly, the real 69 equity-TIPS correlation is also unstable, as Exhibit 30 shows. Please note that the
graphs show centered correlations so that the turning points align across frequencies.

68
69

We show later in this paper that they acquire medium- and low-frequency risks but those risks do not register on volatility metrics.
While nominal and real Treasury returns are identical until the mid-1950s, this is not the case for nominal and real equity returns.
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Exhibit 29: Centered rolling 20-year correlation
between nominal 20-year Treasury total return
and nominal S&P 500 total return at multiple
frequencies 70

Exhibit 30: Centered rolling 20-year correlation
between 20-year TIPS real total return 72 and real
S&P 500 total return at multiple frequencies70
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Source: S&P, Cowles Commission, Capital IQ, Oliver Wyman

Whether in the nominal or in the real space, these correlations are unstable both over time and across the
frequency spectrum. 73 This is the core reason why standard CAPMs fail. For the traditional CAPM to be an
accurate depiction of reality, the traditionally defined equity risk premium, or ERP, would need to be
broadly stable over time, requiring the equity-Treasury correlations to be close to 1.0 over time
across different frequencies. 74 This is at odds with empirical evidence.

Calculated before investor personal taxes.
Both the returns and the correlations are calculated in a centered fashion, leading to the plotted correlations starting and ending at
different times.
72
Since 1998: based on 20-year TIPS adjusted for liquidity. Between 1971 and 1998: based on 20-year TIPS reconstructed by Federal
Reserve Bank of New York economists. Between 1955 and 1971: based on nominal 20-year Treasury yield less long-term expected
inflations less modelled inflation risk premium. Before 1955: based on nominal 20-year Treasury yield. Please see Section 3 for
details.
73
This is also the case at higher frequencies. At the daily frequency over the 20 years centered on March 2011, the correlation between
20-year nominal Treasury total return and S&P 500 total return is about -0.4; the correlation between 20-year TIPS real total return
and S&P 500 total real return is about -0.2.
74
Technically it should be 1.0 at all times across all frequencies.
70
71
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2.2.6.

Sixth insight: TIPS have a complex and largely unexplored relationship with risk

In what follows, we focus on the two key aspects of the high-frequency relationship between TIPS yields
and risk. Later in the paper, we address the lower-frequency aspects of this relationship. 75
Relationship between TIPS yields and our core high-frequency risk indicator
To analyze this relationship, we first build a high-frequency risk indicator. 76 This indicator is designed to
capture high-frequency variations in the equity earnings yield (EY) driven by a bevy of risks. (See Section
3.2.3.) The details of how this high-frequency risk indicator 77 is built can be found in Appendix C. As can
be seen from Exhibit 31, the relationship between EY and the risk indicator is generally strong. This is
because equities are naturally monotonic in risk: the higher the risk, the higher the stationarized EY. 78
TIPS yields, however, exhibit a changing relationship with this high-frequency indicator. They are
strongly pro-cyclical before World War I, mildly pro-cyclical during the interwar period and in the
aftermath of World War II, and exhibit no correlation between 1956 and 1997. 79
Exhibit 31: Volatilities 80 of ex-ante and ex-post inflation
Correlation between high-frequency risk indicator and
Period

Perceived Buffett EY

TIPS yield

Pre-WWI

0.57

0.52

Inter-war and early post-WWII

0.76

0.23

1956–1997

0.40

0.01

1998–2021

0.74

see below

Entire period excluding world war
and aftermath

0.65

0.17

Source: Oliver Wyman

The existence of daily data on actual TIPS yields from 1998 onward (rather than monthly data on
reconstructed TIPS before that date) allows us to drill further into the nature of the modern relationship

We are using the word “TIPS” throughout to distinguish the real Treasury rate from the nominal one. The word, however, is a
misnomer before 1955, a time at which the Fisher effect had not yet taken hold. Before 1955, long-term Treasuries are a single asset
class with identical nominal and real rates.
76
The risk indicator is a blend of decomposed bond spreads and VIX. The decomposition of bond spreads is detailed in the seventh
insight, and the construction of the indicator is detailed in Appendix C.2.
77
We call it the core high-frequency risk indicator to distinguish it from our high-frequency risk ensemble, which is composed of the
core risk indicator plus two others.
78
We stationarize the EY by subtracting from the EY its FRAMT. As the FRAMT captures the medium-to-low-frequency components
of the EY, the stationarized EY contains mainly the high-frequency components and is close to stationary from the mathematical
perspective of the weak form of the stationarity test. Please see Appendix A for details on the FRAMT.
79
Part of this may be an artifact of the TIPS reconstruction process that is unlikely to have fully considered high-frequency risks
between 1971 and 1998.
80
Calculated as the standard deviation of annual change in the inflation rate.
75
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between the high-frequency economic and geopolitical risks captured by our core risk indicator and TIPS
yields. 81 Exhibits 32 and 33 show the results.
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Exhibit 33: Stationarized TIPS yield ranked by
twentile of the core high-frequency risk indicator

Monthly avg high-freq risk indicator

Exhibit 32: Correlation between TIPS yields and
the core high-frequency risk indicator ranked by
twentile of the risk indicator 82

Source: Oliver Wyman

Exhibit 32 shows a U-shaped relationship, whereas Exhibit 33 shows a Z-shaped relationship. 83 In the
broad middle zone of risk between twentiles 5 and 18, TIPS yields are counter-cyclical: they fall when risk
rises. However, this is not the case at the extremes, where they are pro-cyclical. In the case of a starting
low risk that falls further, TIPS yields also fall, presumably because the situation is often associated with
rising inflation concerns. 84 In the case of a starting high risk that rises further, TIPS yields rise because the
market is more concerned about deflation than about inflation in those circumstances.

To do so, we study the regression slope between TIPS and the high-frequency core risk indicator at the monthly delta level by
twentile (increments of 1/20th of the total) of the risk indicator as well as the relationship between stationarized TIPS and the risk
indicator.
82
The regression slope is calculated between monthly change in TIPS and monthly change in the high-frequency risk indicator.
83
The two graphs are in fact two faces of the same coin, and Exhibit 30 is very similar to what one would obtain through the
mathematical integration of Exhibit 29.
84
Those concerns make TIPS more attractive, so that their price rises and their yield falls.
81
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To summarize, TIPS yields move from being pro-cyclical early on to having a subtle relationship with our
core high-frequency risk indicator since 1998. The relationship exhibits strong counter-cyclicality in
typical risk situations, combined with pro-cyclicality at the extremes.
Relationship between TIPS yields and consumer confidence
We also analyze the relationship between TIPS and high-frequency indicators by studying how consumer
confidence impacts TIPS. 85
Survey-based consumer confidence indicators did not exist before 1946 so, for the period before World
War II, we use a makeshift consumer confidence indicator 86 instead. We do so by repurposing our equitycentric distance-to-Goldilocks indicator (see Section 3.2 below). The results show that the relationship is
mildly pro-cyclical (see Exhibit 34): as is the case for EYs, TIPS yields are unusually high when inflation is
either too high or in deflationary territory.
After World War II, we use the same net consumer confidence indicator as we do for equities (see
Appendix C.4). Exhibit 35 shows that the relationship turns mildly counter-cyclical.
Exhibit 34: Pre-tax TIPS yield and the
reconstructed net consumer sentiment indicator

Exhibit 35: Pre-tax TIPS yield and smoothed net
consumer sentiment
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Strictly speaking, our consumer confidence indicator is not quite high frequency. However, we keep it in the high-frequency
bucket because it has high ergodicity relative to other non-high-frequency indicators.
86
As a risk indicator, it has an opposite sign to the consumer sentiment. Highly positive consumer sentiment indicator corresponds
to very low consumer sentiment. We do this so that it moves positively with EY.
85
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Reasons for the evolution of these relationships
There are clear reasons for this evolution. As previously mentioned, until World War II equities were seen
as an inferior type of bond that paid a dividend instead of a coupon. The riskier dividend required a higher
yield to compensate for its extra risk. In other words, the market had not yet fully understood that equities
were in fact a different asset class with a different convexity from that of bonds. 87 In its defense, the bulk
of the return of equities was through the dividend yield rather than through capital gains, so their return
behavior was bond-like. 88
In contrast, after World War II, the market gradually understood the differences between the two asset
classes and was taught to behave accordingly. Investors rotate out of equities into the safety of Treasuries
in risk-off situations and rebalance equity-bond portfolios at regular intervals to keep to their desired
target allocation. 89 The lessons are self-reinforcing: As long as investors act on the basis of the existence of
a negative correlation, they will make it true, which creates a Pavlovian feedback loop.
We note, however, that, in extremis, the relationship between the two asset classes reverts to its pre-World
War II behavior. 90 In other words, in extreme situations, equities and TIPS are financial assets first; hence
they are bought and sold together. In normal situations, since World War II, the emphasis is on their
difference.
This changing relationship is part of a broader pattern of the different asset classes emerging out of a
primordial soup of a single asset class as time goes by and the market becomes more sophisticated and
more reliant on learned behavior than before. We now turn to reviewing this evolution in more detail.

Equities are positively convex whereas bonds are negatively convex.
Pre-World War II, about 85% of the S&P 500 total return comes from the dividend yield; post-World World II, that number
decreases to about 45%.
89
The concept of target allocation is a modern one, which would not have been recognized 100 years ago.
90
A recent example is a few days in March 2020, which, until the Fed forcefully intervened, exhibited the same “sell everything that
is not nailed down” behavior as the selloff of a century earlier.
87

88
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2.2.7.

Seventh insight: addressing the increased sophistication of the market as time
passes

In what follows, we map out, asset class by asset class, how the market has become more sophisticated and
reliant on Pavlovian learned behavior 91 over time. We start with corporate bonds, or rather corporate bond
spreads, because, as we show below, their behavior has not evolved much over the last century. 92 As a
result, they provide a stable benchmark against which to test the evolving behavior of equities and
Treasuries.
Corporate bond spreads—the exception to the rule
Corporate bond yields are commonly split between the yield of duration-matched Treasuries and a spread
over them. We start here with the spread aspect and address the Treasury component later in this section.
We note that the 20-year duration Baa-Treasury spread is known only since 1953, with a highly accurate
reconstruction back to 1942. Before that time, the reconstruction is less precise. The lack of precision is
concentrated in the Aaa-Treasury part of the spread because the Baa-Aaa part is very solid – see below.
The issue is compounded by the question of the convenience yield of Treasuries (see the eighth insight
below).
In light of this, we study the Baa-Aaa spread instead of the Baa to 20-year Treasury spread. Moody’s has
rated Baa and Aaa bonds consistently since 1919, and their spread is as solid a figure as is generally
available when we go so far back in time. The volatility of this spread is roughly similar to what it was 100
years ago, in sharp contrast to the rising volatility of Treasuries.
We decompose this spread into three components: a component related to the output gap; a component
related to the gradient, or rate of change, of the output gap; and a residual. We do this because the work
shows that risk assets react disproportionately to the latter two. This is not surprising because markets
react more to the unexpected than to the expected, which is already largely priced in (see Appendix C
below).
To effect the decomposition, we check whether the first two components react more to raw or volatilityadjusted variables, and whether the relationships exhibit a regime change in line with that of the economy
after World War II. We draw two conclusions. First, spreads react to the volatility-adjusted output gap
rather than the raw output gap. Second, their reaction to the World War II regime change is concentrated
in the gradient variable, which loses potency after World War II. 93 Exhibit 36 shows the result of the
decomposition.

Particularly on the Treasury side.
While we do not have data on corporate bond spreads pre-World War I, we do have commercial paper spreads and call money
spreads that behaved in a somewhat similar fashion.
93
Baa-Aaa spread explained (interwar) = –0.09 × volatility-adjusted output gap – 0.14 × annual change in volatility-adjusted output
gap + 1.5%; Baa-Aaa spread explained (post-war) = –0.10 × volatility-adjusted output gap – 0.03 × annual change in volatility-adjusted
output gap + 0.9%. The volatility adjustment equalizes the level of the output gap volatility pre-World War II to that of the postWorld War II period.
91

92
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Exhibit 36: Rolling 20-year volatilities of real GDP, annual inflation measured by CPI, nominal 20-year
Treasury total return, 20-year TIPS total return, and real S&P 500 total return 94
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We draw two conclusions from the equations in Footnote 93 and from Exhibit 36. First, bond spreads
behave in a mechanical fashion. One would expect the spreads to be higher when the economy is doing
poorly and getting worse, and this is indeed what we are seeing. On this occasion, the market has not
evolved over time — an exception to our general point. This is because, at the fundamental level,
liquidity-adjusted spreads trade on default and recovery risk, and risk aversion, 95 and it is hard to see on
what else they could trade, given that they have only a few degrees of freedom.
Second, the residual corresponds to the stress in the spreads that is beyond what can be explained by the
economy. The purple line shows that the stress level was very high at the height of the Great Depression,
the late 1970s, and during the global financial crisis, but was kept low during COVID-19 as a result of the
Fed intervention. 96

Please note that the centered 20-year rolling volatilities are sensitive to whether the Great Depression and World War II fall into the
rolling window.
95
And tax arbitrage for municipal bonds.
96
In other words, spreads were much lower than what they were in comparable historical situations.
94
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Equities
We analyze the behavior of equities in detail in Section 3 of this paper. What follows is a short historical
overview.
In Appendix C, we develop a high-frequency risk ensemble 97 to which the EY reacts in a broadly constant
fashion throughout the entire century and a half of observations. 98 This risk ensemble is a powerful
explainer 99 of EY in the period before World War I. However, it is less so afterward, because the EY starts
reflecting lower-frequency risks that the market previously ignored. As early as the 1920s, the EY acquires
a premium based on realized inflation relative to the Goldilocks zone; in the 1970s, the market hones its
pricing of inflation risk by pricing in a new premium based on expected inflation relative to Goldilocks.
Finally, the EY also prices in a medium-frequency “ulcer index” risk 100 from the post-World War II era
onward. (The name “ulcer index” is chosen as a colloquial reference to the mental and physical pain an
investor endures as the result of a long bear market).
Treasuries
We analyze the behavior of Treasuries in detail in Section 4 of this paper. What follows is a short historical
review.
Whereas bond spreads behave much as they did a century ago, this is absolutely not the case for
Treasuries. They evolve across three key dimensions: first, they acquire medium-frequency risk premia
after World War I; second, they are pro-cyclical 101 before World War I but transition over time to become
generally counter-cyclical, 102 with subtly different transition paths for different risks; and third, they start
as a single asset class that is both nominal and real until the mid-1950s, transition to one asset class and
one “shadow” 103 asset class between then (the time at which the Fisher effect starts) and 1997, and have
been two asset classes since the introduction of TIPS in 1998.
This multi-dimensional transition is the key reason why Treasuries in the 19th century convey different
information from today. This is in contrast to the real truly risk-free rate, or RTRR, which we
conceptualize as being both truly risk-free throughout and set at a standard level of risk aversion (please
see Section 3.2). Extracting it out of the Treasuries therefore requires correcting for the transitions
highlighted earlier, so that the result is consistently devoid of risk.

It is composed of the core high-frequency risk indicator we touched on earlier, plus two others.
The EY also reacts to other high-frequency risk indicators beyond this core.
99
Alongside the RTRR and a rapidly decreasing emerging-market premium.
100
Based on the 30-year decayed drawdown of real S&P 500 Total Return price index.
101
By pro-cyclical, we mean that they go up and down in unison with equities. When risks go up, equity yields always go up and
Treasury yields follow suit in pro-cyclical situations. They go the other way in counter-cyclical situations.
102
We are referring here to TIPS; breakevens and nominal Treasuries are pro-cyclical in medium frequency inflation risk when
inflation is high. The most notable exception to this general rule is that TIPS are pro-cyclical at the extremes in the modern era.
103
During this interim period, the market becomes conscious of the difference between nominal and real rates but the Treasury
Department has not yet introduced TIPS.
97

98
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High-level timeline — how the string quartet evolves into a full symphony orchestra
Pre-World War I
Equities, bonds, and Treasuries are in the primordial soup of one macro asset class, and the asset class
traded much as bond spreads have always traded and continue to trade today. The pricing of risk was
highly simplistic by modern standards and focused largely on high-frequency risk.
Inter-war period
The asset classes start down their long divergence path away from the simple dynamics of bond spreads.
Equities start pricing in a medium-frequency inflation risk when inflation is out of the Goldilocks zone.
Treasuries, while remaining procyclical, become less so.
Post-World War II until the mid-1950s
The real economy exhibits a regime change but inflation continues to follow its pre-World War II
dynamics. Equities start pricing in a medium-frequency ulcer risk. Treasuries, while still a single asset
class, continue to be pro-cyclical with respect to our core high-frequency risk indicator. However, they
start being counter-cyclical at lower frequencies 104 as investors start believing that Treasuries are a safe
haven asset, making it so by acting en masse on their belief in typical “risk-off” situations.
Mid-1950s to the early 1970s
Inflation exhibits a regime change from high volatility/low persistence to the opposite. Equities behave
similarly to the previous period. Treasuries start diverging into one nominal asset class and one shadow
TIPS class as the Fisher effect gradually takes hold. The shadow TIPS are now neutral with respect to our
core high-frequency risk indicator but continue to be counter-cyclical at lower frequencies. Shadow
breakevens simply reflect adopted inflation expectations and do not yet carry any risk premium.
Early 1970s to the late-1990s
Equities price in a second inflation risk relative to Goldilocks (in addition to the first one that originated
during the interwar period). The divergence between nominal Treasuries and shadow TIPS increases with
breakevens carrying risk premia in addition to inflation expectations.
Late-1990s to end-2021
Equities trade similarly to the previous period, but the dynamics are simpler due to inflation having
generally remained in Goldilocks — the situation at the time of writing notwithstanding. Treasuries are
now two asset classes with breakevens carrying a full suite of risk premia. TIPS have a non-monotonic
relationship with high-frequency risk. Generally, the learned Pavlovian countercyclical relationship
prevails, but the more visceral procyclical relationship reasserts itself in extreme situations.

104

Including with respect to the medium/high-frequency net consumer confidence indicator.
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Sections 3 and 4 below discuss the details of how we establish this timeline. Exhibits 78 and 79 at the end
of Section 4 summarize the results of these findings, and are reproduced here for the reader’s
convenience.
Exhibit 78: Earnings yield’s, TIPS’, and breakevens’ relationships with risks
Prewar

Relationship between

Interwar

Post-war
to 1955

19561971

19721997

19982021

Earnings yield and
Core high-frequency risk indicator
Med/high-freq net consumer sentiment indicator 105
Medium-freq inflation relative to Goldilocks 106
Medium-freq ‘ulcer’ risk
TIPS and
Core high-frequency risk indicator

‘Z’

Med/high-freq net consumer sentiment indicator

107

Any impact of inflation
Medium-freq ‘ulcer’ risk
Breakevens and
Core high-frequency risk indicator
Med/high-freq net consumer sentiment indicator
Medium-freq Inflation risk premium
Medium-freq ‘ulcer’ risk
Pro-cyclical

Neutral

Counter-cyclical

N/A

Non-monotonic

Source: Oliver Wyman

Exhibit 79: Relationships among the high-frequency components of earnings yield, TIPS, and
breakevens
Prewar

Interwar

Post-war
to 1955

19561971

19721997

19982021

Earnings yield and TIPS
Earnings yield and breakevens
Positively correlated

No clear correlation

Negatively correlated

N/A

Source: Oliver Wyman
This indicator is the net consumer sentiment with its sign reversed such that a higher indicator corresponds to a higher risk. It
exists only post-World War II.
106
One indicator from 1919 to 1955 and two after that.
107
There is no survey-based consumer sentiment indicator interwar. However, for TIPS only, we have repurposed our equity-centric
distance to Goldilocks indicator to double up as a consumer sentiment indicator. This is because we believe that interwar periods
with very high inflation or deep deflation were not happy times from a consumer sentiment point of view. This is borne out by the
behavior of TIPS (and equities for that matter); they both sell off during extremes of inflation or deflation.
105
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History doesn’t stop at the time of writing this paper; the timeline will continue to develop in the future.
This is a key point that we will address in the second part of Paper Five as we present a new framework to
better manage future uncertainty.

2.2.8.

Eighth insight: Treasuries are held for broader reasons than before, and this
subtly alters the meaning of their price signal

By way of introduction, we reproduce verbatim a part of Section 3.3 of the first white paper.
“In recent decades, Treasuries have gained characteristics they did not have before. The motivation for
their purchase has become broader than simply making a good risk-adjusted return relative to other US
assets. Foreign actors — both sovereign and private — buy them for prudential and other reasons (for
example, attractive yield relative to other government bonds, a low dollar). US financial institutions hold
them because of their regulatory advantages. The Fed uses them as a major ingredient of its quantitative
easing and quantitative tightening programs. Private actors use them as a key component of balanced
portfolio construction, taking advantage of the generally negative Treasury-equity correlation since 2000.
This broader range of motivations has skewed the meaning of the price signal of Treasury bonds, and this
effect needs to be accounted for, so that the modern era can be compared with the periods in the past
when these motivations did not exist.”
Economists refer to this phenomenon as the “convenience yield” of Treasuries. It is a negative premium
that reflects their unique “convenience.”
The impact of this broadening in motivation can be seen by comparing the 20-year Aaa bond yield to its
corresponding Treasury yield. We do this from 1942 onward because the Treasury rate has been
reconstructed before that time to a level of accuracy that is probably insufficient to study the relatively
small Aaa-Treasury spread. Exhibit 37 shows how the spread has generally increased over time. We note
that part of this spread can be explained by the level of risk aversion and the slight lag with which Aaa
bonds react to changes in Treasury rates, so we correct for these two effects. 108
Given the broad and evolving set of motivations of the multiple actors that hold Treasuries, building an
explanatory model of the spread is well beyond the scope of this paper. Instead, we use our FRAMT
methodology, as shown in Exhibit 37, to split the series into its low- and high-frequency components. 109
We measure the convenience yield by taking the view that it is the low-frequency (hence persistent)
component of the spread series, minus its early post-war low level of about 30 basis points. 110

108
The part of Aaa to 20 year Treasury spread due to risks aversion and lag = beta × (Baa – Aaa) smoothed by centered-SMA6yr – 0.08
× EMA1yr of annualized monthly change in the Treasury yield, where beta is equal to 0.08 between 1919 and 1955 and 0.42 between
1956 and 2021.
109
This is another way to say that we split the series between its persistent and nonpersistent components.
110
The 30 basis points is not a convenience yield per se. Rather it represents the natural liquidity advantage of Treasuries and the fact
that they are default-risk free rather than quasi-default risk free. While no Aaa-rated US bond has ever defaulted while being rated
Aaa, the theoretical possibility does exist.
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Exhibit 37: Aaa to 20-year Treasury spread
January 1942–December 2021
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-0.5%
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Aaa to 20-year Treasury spread

De-risked, de-lagged spread

FRAMT of the de-risked, de-lagged spread

Early post-WWII level

2012

Source: Moody’s, Federal Reserve, NBER, Oliver Wyman

Having measured the convenience yield of Treasuries, we split it between its breakeven inflation
expectations and TIPS components. To do so, we analyze the relationship between breakevens and their
inflation swaps counterparts from 2004 onward (the point as which inflation swaps start trading at scale).
We find that: i) the two track each other very well; ii) breakevens are nearly always lower than inflation
swaps; and iii) their average difference is 26 basis points. We attribute this difference to the fact that not
all of the convenience yield of nominal Treasuries passes through to the TIPS. This makes sense because
the uses of TIPS have not been quite as ubiquitous as those of nominal Treasuries.
Before 2004, inflation swaps do not trade at scale, so we allocate the convenience yield between its
breakeven and TIPS components based on the post-2004 average split. 111
After 2004, inflation swaps are available, so we calculate the convenience yield part of the TIPS and obtain
the breakeven part by difference.
Exhibit 38 shows the results.

Between July 2004 and December 2021, the total convenience yield averages 68 basis points, and its breakeven component
averages 25 basis points, so one third. We use this observed ratio to split the convenience yield 40/60.

111
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Exhibit 38: Estimated convenience yields in Treasuries
January 1955–December 2021, vertical dotted line in July 2004 showing the change in methodology
1.4%
1.2%
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Measured total CY

Measured CY in breakeven

CY allocated to breakeven

CY allocated to TIPS

2015

2020

Source: Federal Reserve, Oliver Wyman

We note that, at the time of writing, the convenience yield of Treasuries is significantly lower than a few
years ago, particularly on the breakeven side. This is something that should be monitored.
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2.2.9.

Ninth insight: The combination of high inflation and high investor personal tax
rates turns high real rates into low ones

We start with a simplified hypothetical example, using figures that would not have been unusual in the
1970s. Let’s say the nominal Treasury rate is 14% and inflation is 10%; the pre-tax real rate is therefore 4%.
Let’s further assume the investor tax rate is 50%. This 50% tax is paid on the entirety of the nominal gain
so the tax is half of 14%. That 700 basis points of tax turns the real pre-tax rate of 4% into a post-tax real
rate of -3%. This was well known to anyone who was an investor in the 1970s and early 1980s, but less so to
modern investors.
Reality is not as stark as this because the income tax rate weighed by stock ownership never quite reached
50%, and not all Treasuries owned by households are taxable. Exhibits 39 and 40 show the relevant
figures.
Exhibit 39: Income tax rate weighted by stock
ownership

Exhibit 40: Taxable proportion of Treasuries
owned by households

1871–2021

1913–2021

50%

100%

40%

80%

30%

60%

20%

40%

10%

20%

0%
1870 1890 1910 1930 1950 1970 1990 2010
Source: Treasury Department, Distributional National Accounts,
Federal Reserve, Oliver Wyman

0%
1870 1890 1910 1930 1950 1970 1990 2010
Source: Distributional National Accounts, Federal Reserve, Oliver
Wyman

To calculate the tax on the TIPS, we follow a similar philosophy to the way the IRS taxes TIPS but use a less
volatile approach based on expected inflation rather than the actual CPI inflation. 112 Exhibit 41 shows the
results of the tax calculation, while Exhibit 42 compares and contrasts pre-tax and post-tax TIPS.

112

We calculated the tax basis as: de-risked 20-year TIPS yield + adopted inflation.
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Exhibit 41: Tax basis for TIPS taxation and
estimated tax for TIPS 113

Exhibit 42: Comparison between pre- and postinvestor-personal-tax TIPS yields

1871–2021

1871–2021

12%

6%

10%

5%
4%

8%

3%

6%

2%

4%

1%

2%

0%

0%
1870 1890 1910 1930 1950 1970 1990 2010

-1%
1870 1890 1910 1930 1950 1970 1990 2010

Tax basis for TIPS taxation

Pre-tax TIPS yield

Tax for TIPS

Source: Treasury Department, NBER, Oliver Wyman

Post-tax TIPS yield

Source: Treasury Department, NBER, Oliver Wyman

While the tax effect is modest right now, this was not the case in the post-World War II era. Time will tell
whether we will revisit a high-tax-high-inflation regime at some point in the future.

113

Equal to the de-risked TIPS yield plus the adopted inflation expectations.
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2.2.10.

10th insight: arbitrage is not 100% efficient, particularly when the market does
not have a full understanding of what is being arbitraged

This insight is not entirely new. For instance, it has long been known that tax arbitrage is not 100%
efficient. Municipal bonds, which are federal tax-exempt, yield less than their non-tax-exempt
counterparts, but still provide an advantage to their investors because their marginal tax rate is higher
than the one implied by the yield differential between munis and other bonds. It is also known that
arbitrage can become more efficient as time passes and the market learns. For instance, the Fisher effect
was not arbitraged in the mid-1950s but was fully arbitraged 15 years later.
This work is done on a post-investor-tax basis. We have calculated investor dividend and capital gains
taxes on equities and income taxes on the real truly risk-free rate, or RTRR. But there is no guarantee the
market fully took the tax effects into account. We have also corrected the earnings for the distortions
introduced by historic cost accounting in high-inflation environments, but did the market correct for
them as well? Finally, we also take into account the convenience yield to calculate the RTRR, but does the
market see it?
Taken individually, each of these effects is small, so providing a statistically robust, definitive answer as to
how much of each effect the market considers is difficult. So we use a two-step approach. The first step is
one of individual measurement, wide error bands notwithstanding. We use a powerful non-linear
optimization tool (see Appendix D) that is well suited to the task. The individual results are as follows:
•

Dividend tax has a high “pass through.” 114 The observation is confirmed by specific analysis of the
1953/1954 period, when dividend tax was raised sharply.

•

By contrast, capital gains tax has a low pass through.

•

Income tax on the RTRR has a high pass through.

•

The historical cost accounting adjustment has a high pass through.

•

The convenience yield adjustment to the RTRR has a medium pass through to the pricing of
equities.

The contours of a framework emerge from the above. First, tax arbitrage is high when what is arbitraged is
clear (dividend tax or income tax) and low when the issue is fuzzier in the mind of investors (capital gains
tax, which is contingent on future performance and payable several years into the future). This point
about clarity is reinforced by looking at the historical cost accounting adjustment. Investors in the 1970s
and 1980s were well aware of the issue and discounted cash-flow valuations mechanically correct 100% of
it, 115 so it is no surprise the optimizer suggests a high pass through. Third, arbitrage across asset classes is

We define pass through as the degree to which an asset is impacted by a change in a variable. 100% pass through is equivalent to
full arbitrage; 0% pass through, which means the optimizer rejects the factor, is equivalent to no arbitrage.
115
Because they calculate free cash flow, which requires: a) estimating maintenance expenditures as they are rather than as historical
cost accounting has allowed for; and b) addressing the balance sheet effects that we address with our Financial Assets Adjustment
(see Section 4 of our second white paper. In other words, analysts follow the same process as the one we use to calculate Buffett
earnings.
114
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less than 100%, particularly when what is being arbitraged is not fully clear in the mind of investors. The
50% pass through that we measure on the convenience yield is a good example of this effect.
To summarize, within an asset class, what is tangible and clearly understood passes through more than
the opposite; in addition, arbitrage across asset classes is not 100%, as shown by both the 50% passthrough
of the convenience yield to equities, and indeed by the less-than-100% passthrough of the RTRR itself (see
Section 3.2).
In light of this, we are using three bands of pass through: an 85% pass through for dividend tax, income tax
on the RTRR, and the historical cost accounting adjustment; a 50% passthrough on the convenience yield
adjustment; and a 25% pass through on the capital gains adjustment. The pass through of any future
adjustment that is too small to be measured directly can be estimated by positioning it on this framework.
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2.3. Implications for our modeling of the ERP and TRP
Taken together, the 10 insights described here set certain parameters for our modeling. The reengineering of the CAPM must address: i) the contrasts among the declining economic volatility, the
barely rising equity volatility, and the strongly rising TIPS 116 volatility; ii) the changing nature of what is
embedded in the real Treasury rate; iii) the instability of equity-TIPS correlations; iv) the fact that more
risks get priced in as time goes by; and v) the multi-frequency nature of the risks being priced in.
Similarly, the decomposition of the Treasury risk premium (TRP) and the quantification of its components
must address the same factors, as well as the fact that breakevens not only contain inflation expectations
but also embed a full suite of risk premia.
But there is another requirement: reducing the overdetermination issues. For instance, it has long been
known that both high inflation and deflation are inimical to equities (see Exhibits 50 and 51 in Section 3
below, which highlight the familiar “inverted U” relationship between equity returns and inflation). But
which proportion of the association is truly causal? A case in point is the market bottom of the early 1980s,
for which there are many potential explanations. Is it because of high inflation? Is it because this was a
risk-off period? Is it because economic risk was high? Is it because the CAPM doesn’t work? 117 More
broadly, in finance, there are generally multiple candidates to explain a particular outcome. Experienced
modelers know that one can build alternative explanatory models of the past that appear to work equally
well from a statistical point of view despite having different structures and hence different causation
chains. This is what we mean when we say that the past is over-determined.
Our modeling reflects these requirements. As TIPS gradually price in previously ignored risks over time,
we correspondingly take them away in order to calculate the RTRR. This is why the RTRR is closer to the
TIPS rate early on 118 than it is in the modern era. On the ERP side, we have a single model structure over a
century and a half that simply prices in risks at the point at which they become non-zero, and reacts to
volatility-adjusted economic variables rather than raw ones.
Finally, we control the overdetermination problem by following an iterative multi-step approach that we
will expand on later in this paper; what follows here is a rapid preview. We start by stripping highfrequency risks first because their high ergodicity 119 means that they are less subject to overdetermination
issues. High-frequency risk indicators (in the context of a 150-year time series), such as bond spreads, the
VIX, and so on have gone through many up and down cycles over the last century and a half. Comparison
between them and the EY time series clearly shows the link between their cycles and corresponding EY

We have reconstructed TIPS back to 1871, but as mentioned in Section 2.2.2, TIPS are a figure of speech before the 1950s. This is a
time at which the Fisher effect starts. Before that time, TIPS and nominal Treasuries are identical.
117
Real rates after investor personal taxes were low during the period. In the CAPM logic, these low rates should have benefited equity
prices. The fact that they did not could conceivably be an indication that the CAPM does not work. (However, we show later in this
paper that a re-engineered CAPM does work.)
118
Apart from emerging-market and non-reserve-currency effects.
119
A time series is ergodic if it frequently comes close to revisiting the extremes of its distribution. This means that any strong
association with a potential explanatory driver, once established, is unlikely to be the result of chance.
116
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cycles. This makes it less fraught to establish causality than it is for, say, the RTRR, which has not
exhibited many marked up and down cycles since 1871.
As we write this in late January 2022, the post-tax RTRR had been hovering around its all-time low until
its very recent rise. This all-time low is dramatically lower than previous lows but is also very recent. This
makes it more difficult to establish the unprecedentedly low RTRR as the main cause of the
unprecedentedly low EY. We will expand on this issue both later in this paper and in the fifth white paper
of this series.
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3.1. Introduction
From the perspective of re-engineering the CAPM, Sections 1 and 2 are best seen as preparatory. Section 1
determined the best possible earnings to use to calculate earnings yields (EY). Section 2 laid the
groundwork for modeling the various risks equities and Treasuries face. With this done, we are now ready
to re-engineer the CAPM and start drawing the implications of this work for managing future uncertainty.
The equity risk premium (ERP) is at the core of the CAPM because it quantifies the extra return that
investors demand to carry the risks inherent in equity ownership. Its calculation is straightforward for
us 120 because of the way we have calculated the earnings yield. To recap, the dispersion adjustment raises
the earnings to compensate for both dispersion and real growth. Therefore, the perceived EY corresponds
to what the EY of the S&P 500 index would be if it were zero real growth and had no dispersion. Said
differently, we have converted the 500 stocks of the S&P 500 into a single equivalent perpetual bond
generating a real yield equal to the earnings yield of the day.
In light of this, the ERP is simply the difference between this real yield and the real truly risk-free rate
(RTRR). In contrast to traditional ERP calculations, no growth parameter is required here because growth
has already been accounted for in the dispersion calculation. 121
The objectives of this section are fourfold. First, to extract the RTRR out of the TIPS by removing the risks
embedded in the TIPS to get to a truly risk-free rate. 122 Second, to explain the ERP by quantifying the risk
factors that drive it. Third, to do so in a way that (i) minimizes the overdetermination issues we discussed
in Section 2.3; (ii) reflects the divergence of the asset classes as time goes by; and (iii) reflects the multifrequency nature of the risks being priced in as they are increasingly recognized over time. And fourth, to
outline the dynamics of bubbles, crashes, and bull and bear markets.
Exhibit 43 shows the position at the eve of this process, at which the ERP is calculated off the pre-tax TIPS
rather than the post-tax RTRR, and while there is not yet an explanation for its variations.

This is not so in traditional approaches because of the question of growth. Reinvestment to generate growth is value-creative only
if the reinvestment generates a return that is higher than the cost of equity. Measuring when, and to what extent, growth generates
value is not easy to do at the index level using traditional methods, particularly when going back in time.
121
To recap, the dispersion adjustment that is part of our perceived EY does not only focus on dispersion. It also normalizes the
earnings of the S&P index to account for variations in real growth over time. The process boosts the earnings to convert growth back
to an equivalent zero-real-growth environment with correspondingly higher earnings. (Please see Section 3 of paper two.)
122
We set the RTRR at a standard level of risk aversion by removing risks relative to their long-term average level.
120
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Exhibit 43: Perceived Buffett EY of the S&P 500 minus pre-tax 20-year TIPS yield
January 1871–December 2021
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The approach section that follows is very detailed, as we lay bare the details of the re-engineering process.
But from 30,000 feet, once we have done the great deal of preparation required to get to the correct EY
and RTRR, the ERP model that links the two is surprisingly simple. A good analogy for the model is a
locomotive pulling risk premia railcars. The locomotive has been pulling three railcars since 1871. 123 As
time goes by, the train gets longer. A fourth railcar is added during the interwar period. Two more join in
the early post-World War II period, and the seventh, and the last to date, in the 1970s. Furthermore, the
railcars come in three classes. We have three high-frequency railcars, three medium-frequency railcars,
and one low-frequency railcar.

123

And, for a short while, it also pulled an emerging market risk premium railcar.

© Oliver Wyman Forum

56

Re-engineering the CAPM

3.2. Approach
3.2.1.

Foreword

Large quantitative models can often appear like black boxes to outside observers, which fuels concerns of
look-ahead bias and overfitting. To alleviate those concerns, we compile Appendix D, which sheds more
light than the main text below on what we do, and shows why our equity model does not suffer from these
issues.

3.2.2.

Overview

Using our musical analogy, we note that the sound of price comes from a musical ensemble and is in fact a
subtle aggregation of different instruments with fundamentally different characteristics playing different
tunes at different times. So we must be laser-like in our re-engineering, identifying which part of the
sound comes from which instrument and what tune a particular instrument plays at any point in time.
Any successful re-engineering of the CAPM needs to start with the removal of high-frequency equity risks.
There are two reasons for this. First, such risks are confounding factors that drive those rapid variations in
risk aversion that move equity markets in the short term. They hide what we seek to uncover given our
primary focus on secular forces. Second, high-frequency risks suffer much less from overdetermination
than their lower-frequency counterparts, so removing them early on simplifies the modeling challenge.
But there is no way to directly reconstruct what risk aversion was in every single of the 1,662 124 months
under observation, so we are forced to reverse-engineer that monthly risk aversion rather than observe it
directly. We do this primarily by studying the behavior of other risk assets, which provide clear pointers to
what the famed value investor Benjamin Graham called “the mood of Mr. Market” in a particular month.
More specifically, we look not only at bond spreads and the VIX, but also at Treasuries, which, as we
established earlier, are not risk free.
Turning to overdetermination, high-frequency risks are much less sensitive to it because they are usually
(but not always) highly ergodic (please see Section 2.3 and Footnote 119. In layman’s terms, this
mathematical concept means that a time series comes close to its extremes quite frequently. In turn, this
makes it easier to determine whether a correlation is causal or not. We show below that bond spreads, the
VIX, the high-frequency part of Treasuries, and consumer confidence all follow this general rule, which
somewhat simplifies our task. Having removed high-frequency risks from equities, we follow a similar
process to remove them from TIPS.
Turning to medium frequency risks, we start by removing them from equities. Thereafter we remove them
from TIPS, which is the core step in establishing the RTRR. And then, finally, we review the low frequency
risk factor in the equity risk premium.

124

1,812 months between January 1871 and December 2021, minus 150 months of world wars and aftermath.
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The remainder of Section 3.2 is unavoidably technical. Readers who are most interested in the results of this
work rather than its inner workings can skip ahead to Section 3.3.

3.2.3.

Removing high-frequency risks

Impact of removing high-frequency risks from equities
Equities (and also Treasuries — see Section 4) react to a wide array of high-frequency risks: real economy
risk, inflation risk, financial risk, geopolitical risk, Fed-cycle risk, investor confidence risk, 125 and so on.
These risks are not independent of each other, and every unexpected bit of “news” will generally alter
more than one of them. For instance, an unexpectedly hot employment report will simultaneously reduce
real-economy risk and increase inflation and Fed-cycle risk.
To scale a high-frequency equity risk ensemble, we would ideally want to know the level of each of these
risks every month going back to 1871. Doing this might just be doable for the modern era, when there is a
plethora of data (for instance, the Chicago Fed Financial Conditions Indicator has 105 separate inputs),
but the approach is not a practical proposition going back in time. So, we take a different tack, which is
based on proxies. The choice of the proxies is driven by both conceptual considerations and data
availability.
We settle on four proxies:
Bond spreads. The Baa-Aaa spread is a good measure 126 of both general confidence risk and real economy
and Fed-cycle risk (the latter two via the default risk channel). TED spreads are a good measure of
financial risk, albeit we end up not using them because they do not add enough incremental value to the
indicators we actually use. Before 1920, the Baa-Aaa spread is not available, so we use call money spread
and commercial paper spread instead.
The VIX. The “fear index” is a good general purpose “catch-all” risk metric, which has the advantage of
being more reactive to geopolitical risk than more domestically focused indicators. It is not available
before 1986, so we reconstruct it back to 1871 (see Appendix C1).
Information gleaned from Treasuries. Having established that Treasuries are not risk-free, we mine
them for insights. In particular, from 1971 onward, we extract a relatively pure high-frequency inflation
risk indicator from the short-term fluctuations of the breakeven.
The University of Michigan Consumer Sentiment Survey. The survey indirectly captures a blend of
real-economy risk, inflation risk, and investor confidence risk, and has been available since 1952. 127
We organize the four proxies around a three-pronged risk ensemble. The first part is our core highfrequency risk indicator — a blend of decomposed bond spreads (see Section 2.2.7) and the VIX. We

We do not include regulatory and tax risk here because they are generally not high frequency.
Particularly when decomposed as per Section 2.2.7 earlier.
127
We have reconstructed the consumer sentiment index back to 1947 using forecasts of industrial production from the Livingston
Survey.
125

126
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then add information gleaned from Treasuries and the Michigan Consumer Sentiment survey in a way
that ensures they add incremental value to the core risk indicator.
As can be seen from Exhibit 44, this ensemble explains the high-frequency variations of the perceived
Buffett EY well. This indicates that high-frequency risk in equities can largely be captured by focusing on
other risk assets. 128 The details of the approach can be found in Appendix C.
Exhibit 44: Stationarized perceived Buffett EY of the S&P 500 vs. the high-frequency risk ensemble
January 1871–December 2021
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Source: Oliver Wyman

The exhibit shows what one would expect. First, the impact of high-frequency risks is concentrated in
periods of high stress. It is very important there, but the periods are generally short-lived. Second, our
three-pronged high-frequency risk ensemble is mean-reverting in the medium term. As a result, it does
not explain the long-term variations in the levels of the EY.
Impact of removing high-frequency risks from TIPS
The sixth insight in the previous section of this paper, which covered the complex and largely unexplored
relationship between TIPS and risk, prepares the ground for the risk-removal 129 process that is necessary to
calculate the RTRR.

128
129

This is in contrast to lower frequency dynamics.
In practice, we did not remove the entirety of the risks; rather, we set them at their long-term average.
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We remove high-frequency risks from TIPS by using the results of Exhibits 31–33 of this paper, as well as
Exhibit 45. 130 Exhibits 46 shows these results.
Exhibit 45: Stationarized pre-tax TIPS yield net of
the core high-frequency risk indicator vs. risk
measure for TIPS based on consumer sentiment

Exhibit 46: Stationarized pre-tax TIPS yield vs.
high-frequency risks
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While the high-frequency risks that we have removed have strong statistical relationships with TIPS, 131 the
overall impact of removing them is generally modest, with the notable exception of the early 1920s.
Overall impact of removing high-frequency risks
To summarize, while it is clear that high-frequency risk premia are embedded in both EYs and TIPS, they
are not the main driver of these two variables. The overall volatility reduction from the high-frequency derisking of the EY and the TIPS is about 20% and 6%, respectively, and is concentrated in crisis periods. See
Exhibits 47 and 48 below.

Pre-World War II, we also observe a pro-cyclical relationship between TIPS yield and the earnings yield. While statistically
significant, the effect is not large enough and we have omitted it.
131
The high-frequency risks have a t-statistic of 15 when explaining the stationarized pre-tax TIPS yield over the 150-year period
excluding world wars and their aftermaths.
130
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Exhibit 47: Perceived Buffett EY net of the highfrequency risk ensemble

Exhibit 48: Pre-tax 20-year TIPS yield net of the
high-frequency risks
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The development of this three-pronged high-frequency risk ensemble (which we extend to breakevens in
Section 4.3) might seem like building a sledgehammer to crack a nut, because we use it only to get a better
handle on the lower frequency factors that truly interest us. However, the true potential of the approach,
while not being realized here, should not be underestimated. Its true value resides in its conversion into a
daily/sub-daily risk indicator that could form the core of an S&P and Treasuries trading model, but this is
not our purpose here.

3.2.4.

Removing medium-frequency risks

Having removed high-frequency risks, we now model the risks that manifest themselves at medium
frequencies.
Impact of removing medium-frequency risks from equities
Emerging-market risk premium
We show in Appendix B that Treasuries have an emerging market premium early on, which rapidly
disappears. We find a very similar effect with respect to equities. We measure the premium by looking at
the error of an EY model that does not include such a premium and find that the model underexplains
equity yields early on. Exhibit 49 shows the results. We have modeled the premium as a two-segment
declining wedge, starting as 2.6% in early 1871, finishing at zero in 1889, with a waypoint of 2.1% in 1884.
© Oliver Wyman Forum

61

Re-engineering the CAPM

Exhibit 49: Model of the emerging-market premium in S&P 500
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Risk premium associated with extremes of inflation or deflation
It has long been known that both high inflation and deflation are inimical to equities, with an equityfriendly “Goldilocks” zone in the middle. Exhibits 50 and 51 highlight the familiar “inverted U”
relationship between equity returns and inflation.
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Exhibit 51: Annual S&P 500 total return ranked by
decile of annual CPI inflation
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Exhibit 50: Annual S&P 500 total return ranked by
decile of annual CPI inflation
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Similarly, it has also long been known that the equity risk premium was high during the interwar period 132
whenever there were extremes of inflation or deflation, as well as during the great inflation period of the
late 1970s and 1980s.
In fact, the equity market’s dislike for extremes of inflation has been clear for nearly a century. At first
sight, this is puzzling because equities are real assets, which should be immune to inflation. The reason
for this dislike is not deflation or high inflation per se, but rather their empirically observed
consequences: depression in the case of demand-crushing deflation and margin compression and
Federal Reserve-induced recession in the case of high inflation. In this sense, inflation outside of
Goldilocks is a learned behavior that could be unlearned if ever there were a situation of benign,
technologically induced shallow deflation that would raise living standards, or if higher inflation were
driven by expanding margins and an acquiescent Fed. 133
To quantify the risk premium associated with inflation being outside of Goldilocks, we empirically
determine the Goldilocks zone. Its center is zero until the mid-1950s regime shift, and the center
transitions to about 2% during the course of the 1960s — well before central banks started to use 2% as an

132
133

Albeit that the effect is less extreme than that during the great inflation period.
We will expand on this point in the second part of the fifth white paper.
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anchor for inflation. The width of the zone depends on the volatility of past inflation. So, we index the
width to make it proportional to that volatility. This finding is consistent with the fact that markets react
to volatility-adjusted macroeconomic variables rather than raw ones. 134
Exhibit 52 shows the results.
Exhibit 52: Annual CPI inflation and the Goldilocks zone
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There are two risk premia associated with inflation being outside the Goldilocks zone. The first is that
equity risk premia are higher when investors’ recent experience of inflation has been unfavorable, such as
the early to mid-1920s. 135 The second is that equity risk premia are also higher when their expectation of
future long-term inflation is also unfavorable, such as the late 1970s and early 1980s. 136 The latter effect
takes hold only once the Fisher effect is in operation. Exhibit 53 shows the interim ERP net of highfrequency risks vs. the combined Goldilocks effect. Roughly speaking, the relationship is one to one: when
inflation is already above the Goldilocks zone and rises further, a 100 basis point increase in our combined
inflation indicator drives a similar basis point increase in the ERP.

This is why equity market volatility has been roughly the same in the last few decades as it was in the late 19th century, despite the
economy being much less volatile.
135
Our metric is equal to: 0.14 × (EMA10 year of the absolute distance from annual CPI inflation to the Goldilocks zone – its long-term
average)
136
Our metric is equal to: 0.85 × (The absolute distance from the adopted inflation expectations to the Goldilocks zone – its long-term
average)
134

© Oliver Wyman Forum

64

Re-engineering the CAPM

Exhibit 53: Interim ERP net of high-frequency risks before and after removing the combined Goldilocks
effect
January 1920–December 2021
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‘Ulcer risk’ premium
Once bitten, twice shy: our work also confirms that the perceived risk of equities is higher in those
situations when their roller coaster performance has led to stomach ulcers for investors. This
phenomenon, however, appears only after World War II. Before that time, equities are more bond-like. For
instance, they recover faster as the economy normalizes in 1934 than they would in similar situations
following World War II.
To model this premium, we develop a metric adapted from the Ulcer Performance Index. 137 Exhibit 54
shows a time series of this metric vs. both the EY and the interim ERP. We show both because, while the
metric is scaled in the interim ERP space, its natural peaks align with the aftermath of the EY peaks that
correspond to secular market bottoms.

The UPI of a price index measures the cumulative drawdown of that price index. Our metric is equal to 0.32 × (EMA30 year of the
drawdown of the real S&P 500 total return price index – its long-term average).

137
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Exhibit 54: Interim ERP net of high-frequency risks and the combined Goldilocks effect before and after
removing the ‘ulcer risk’
January 1945–December 2021
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Please note the very low level of the interim ERP net of high- and medium-frequency risks (the light blue
line of Exhibit 54) in the early 1980s. At first sight, the result is highly counter-intuitive because the period
corresponded to a market bottom. The reason for the counter-intuitive result is two-fold: (i) the interim
ERP is post-tax on the equity side but pre-tax on the RTRR side — the distortion, which was the highest
during this period, is addressed later, and (ii) our model over-explains the actual ERP/under-explains the
actual price during this period.
We draw two conclusions from the nature of the ulcer risk premium. First, equities are not only forwardlooking, because the ERP is also dependent on the path the past took and is not driven only by
expectations about the future.
Second, secular bull and bear markets feed on themselves because of their impact on the ulcer risk
premium. Its self-reinforcing nature is a structural cause of market instability and explains why bull and
bear markets end the way they do.
We will return to these dynamics in more detail in the fifth white paper.
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Impact of removing medium-frequency risks from TIPS
We test whether TIPS react to the same medium-frequency risks as equities do. The answer is positive for
the emerging market risk premium (see Appendix B) and negative for the risk premium that equities
endure when inflation is outside of Goldilocks. 138
In addition, TIPS have a degree of counter-cyclicality with respect to the ulcer index post-World War II. In
other words, when investors are scared of equities and consequently require an extra premium to hold
them, they also tend to have at the same time an increased affinity for the safety of Treasuries. The
relationship is weaker than it is on the equity side but is still present, which manifests itself in a negative
premium in TIPS under these circumstances. Exhibit 55 highlights the mildly counter-cyclical
relationship.
Exhibit 55: Pre-tax TIPS yield and ‘ulcer’ risk in EY
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Statistically, during the interwar period, TIPS are procyclical in equity inflation risk — TIPS yield is higher when inflation is
outside of the equity Goldilocks zone; however, we believe that this statistical relationship hides the true cause of the behavior of
TIPS, which is that consumer sentiment is low when inflation is either too high or negative, with TIPS being procyclical during this
period. So instead, we model the effect via the consumer sentiment channel.

138
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Overall impact of removing medium frequency risks
Removing medium-frequency risks from EYs and TIPS greatly stabilizes our interim equity risk
premium, 139 as Exhibit 56 shows. The effect is generally much larger than that of removing high-frequency
risks because medium-frequency risks impact the ERP for much longer periods than high-frequency risks
do.
Exhibit 56: Interim ERP before after removing high- and medium-frequency risks
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We note, however, that the medium-frequency factors have lower ergodicity than the high-frequency
ones. One can establish a very rough measure of ergodicity by comparing how many times a series crosses
its long-term average. 140

We use interim ERPs on the journey to the True North ERP. Please note that these interim ERPs are conceptually flawed with
respect to investor personal tax because they compare a post-tax EY to a pre-tax TIPS. This flaw is corrected in Section 3.2.5 below.
140
The correct measure of ergodicity is much more complex than that but using it here is unnecessary for our purposes.
139
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Exhibit 57 compares the behaviors of our high-frequency risk ensemble, the two Goldilocks factors, and
the ulcer index. Post-World War II, our high-frequency risk ensemble crosses the line nine times per
decade; in contrast, our combined Goldilocks factor and the ulcer index cross the line only 0.9 and 0.7
times per decade, respectively.
Exhibit 57: Comparison of behaviors of our risk factors
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3.2.5.

Establishing the Real Truly Risk-free Rate (RTRR)

Introduction
At this stage of the process, TIPS have been adjusted for liquidity and the 50% of their convenience yield
that passes through to equities (see the 10th insight in Section 2). 141 Further, all identifiable risks have been
removed (or, more precisely, set at their long-term average, which corresponds to the standard level of risk
aversion at which we are setting the RTRR). The resulting adjusted TIPS series (see Exhibit 61 below) is
therefore close to the pre-tax RTRR. To convert it into the post-tax RTRR, we need only to address the
impact of Operation Twist (see below) and investor personal taxation, and to reduce unwanted volatility
via smoothing. We address each of these in turn, but we start by showing how the RTRR and R-star
compare.
Comparison between the RTRR and R-star
To recap, we conceptualize the RTRR as the common long-term risk-free anchor of both the Treasury 142
and equity markets (see Exhibit 11 in the first white paper). The attractiveness of the risk-free asset
naturally increases with risk aversion, so we design the RTRR to be set at a constant level of risk aversion
to correct for this effect. Given its nature, we expect the RTRR to exhibit relatively low volatility and to
change relatively slowly, albeit that this latter point applies more to the secular part of the RTRR than it
does to the part that is driven by the Fed cycle. (See our fifth white paper for more on this.)
The RTRR has four similarities and five differences with R-star, the natural rate of interest 143 that anchors
the Taylor rule, named after monetary policy scholar John Taylor. Similarly, both rates are real rather
than nominal, both are the anchors of their respective systems, both are non-directly observable, and both
are expected to exhibit relatively low volatility. But there are also five important differences between the
two rates. First, the RTRR is a long-term rate, whereas R-star is a short-term one. Second, we calculate the
RTRR by subtracting all identifiable risks from TIPS, so the starting point of the calculation is directly
observable (at least since 1998). This process ensures that the RTRR has a manageable range of
uncertainty because the factors we remove are relatively small and have clear causal drivers. By contrast,
R-star is derived from econometric models and the result is highly sensitive to model specification, as
Exhibit 58 demonstrates. Third, we calculate the RTRR back to 1871, whereas most R-star calculations do
not go back more than 50 or 60 years. Fourth, the financial markets are not the economy, so the two rates
would be expected to be different. Finally, the RTRR is post-investor-personal-taxes.
We calculate the RTRR later in this paper and use the results of that calculation in Exhibit 58 below, which
compares the RTRR with three estimates of R-star (Exhibit 58 uses the pre-tax version of the RTRR to
ensure comparability with R-star).

As well as the emerging market and non-reserve currency premia — see Appendix C.
We focus on the long end of the Treasury market.
143
This is sometimes called the neutral rate of interest.
141

142

© Oliver Wyman Forum

70

Re-engineering the CAPM

Exhibit 58: Pre-tax RTRR vs. two estimates of R-star
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Operation Twist
During the course of 2011, the Fed decided to reduce long-term Treasury rates to stimulate the economy
without increasing the size of its balance sheet. To do so, the Fed bought the long end of the curve, which
it financed by simultaneously selling the short end. The operation was successful and long-term rates duly
declined. Given the fact that the equity market saw through the operation, we conclude that we need to
correct for the above effect. Exhibit 59 shows the correction.
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Exhibit 59: De-risked pre-tax TIPS before and after correcting for Operation Twist
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Investor personal taxes on TIPS
We have already addressed this issue in the ninth and tenth insights of Section 2, so we refer readers to
Exhibits 39–42 above. We note that the tax effect, while relatively modest now by post-World War II
standards, was most marked from the post-World War II era to the 1990s.
Smoothing the results of the de-risked post-tax TIPS calculation
As mentioned earlier, we conceptualize the non-directly observable 144 RTRR as the joint root of both the
equity and Treasury markets (see Section 3.3 of our first white paper). We would expect the series to be
relatively low volatility with short-term variations in risk aversion being embedded in the ERP and TRP
rather than remaining in the RTRR. 145 The calculated de-risked post-tax TIPS is uncomfortably volatile in
light of this requirement, so we seek to remove some of this short-term volatility by applying our FRAMT
high-pass filter to the series. We set the parameters of the FRAMT to maximize the joint explanatory power
of our ERP and TRP models (the latter from 1971 onward because the TRP is a calculation rather than a
model before that time). Exhibit 60 shows the results.

144
145

If it had been observable, people would have used it as the root of the traditional CAPM, and it would have worked.
It has been set at standard risk aversion precisely to achieve this effect.
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Exhibit 60: De-risked post-tax TIPS corrected for Operation Twist before and after smoothing by
FRAMT
January 1871–December 2021
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Summary: from pre-tax TIPS to post-tax RTRR
Exhibit 61 compares and contrasts the pre-tax TIPS with the post-tax RTRR while Exhibit 62 decomposes
the variations. We note that investor personal taxes 146 are the largest component of the difference between
the two; they may also be the most under-appreciated. In our fifth white paper, we show that the RTRR
has both a secular component and a Fed-cycle cyclical component, but effecting the splitting is not
necessary to re-engineer the CAPM.

146

In fact, the 85% that passed through to equities.
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Exhibit 61: Pre-tax TIPS yield, de-risked pre-tax
TIPS yield, and post-tax RTRR

Exhibit 62: Decomposition of the difference
between pre-tax TIPS and post-tax RTRR
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3.2.6.

The True North ERP

The ERPs we discussed earlier were in interim form because they were calculated off variously de-risked
TIPS rather than the RTRR and suffered from being inconsistent with respect to investor personal taxes.
Now that we have the post-tax RTRR, we calculate the ERP in its final form, which we call the True North
ERP. Exhibit 63 shows the different layers of the True North ERP. As each tranche of risk is removed, the
residual True North ERP, net of those risks, becomes more stable.
Exhibit 63: Moving from interim ERP to True North ERP net of risks
January 1871–December 2021
10%
9%
8%
7%
6%
5%
4%
3%
2%
1%
0%
1870

1890

1910

1930

1950

1970

1990

Interim ERP (for comparison only)

True North ERP

True North ERP - high- and medium-freq risks

World war and aftermath

2010

Source: Oliver Wyman

As we focus on this residual True North ERP we note that it still has a relationship with the RTRR, as
Exhibit 64 shows.
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Exhibit 64: True North ERP net of risks ranked by decile of post-tax RTRR
January 1871–December 2021, excluding world war and aftermath
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The residual ERP is larger when the RTRR is low. In other words, not all of the benefits of a low RTRR
appear to pass through to equities. In addition, we find that while about 70% of them passes through
immediately, the remaining 30% passes through with a lag. 147 From a first principles point of view, we
would expect such a result. The standard CAPM treats equities and Treasuries as if they were fully
substitutable on a risk-adjusted basis. However, there are too many actors who hold one or the other asset
classes for non-price-related reasons and do not arbitrage instantly for this assumption to be fully borne
out in practice. This provides conceptual support for the empirical result of a less than 100% passthrough
with a degree of lag.
Exhibit 64, which is in the EY/ERP space, shows a 70% passthrough, and this is the figure with which we
initialize our nonlinear optimizer. The final iteration of the optimizer finds a higher figure of 85%, largely
because we optimize in the price to sales space rather than in the EY space, 148 and this is the figure we use
in the final model.
Having said that, the data on which the analysis is based do not have sufficient ergodicity for us to
definitively reject the no-lag 100% passthrough hypothesis (nor a lower passthrough than 85%, for that
matter). In Exhibit 65 below, we compare and contrast our chosen formulation for the model, with an
alternative formulation based on a no-lag 100% pass through. The former is better than the latter 149 both
empirically and conceptually, but it will take a few more years for the ergodicity to build sufficiently to
fully settle the matter. In the meantime, we know that, as of end 2021, the difference between the two
The equation is: 0.85×(0.7×post-tax RTRR + 0.3×EMA5 year of post-tax RTRR until last month).
See Appendix D for why we perform the final optimization in the price/sales space.
149
The effect has been particularly marked since the global financial crisis.
147

148
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formulations is close to 10%. Our preferred formulation underexplains the market by 3.8%, but the
alternative formulation overexplains it by 5.4%. We will come back to this issue in the second part of the
fifth white paper, where we discuss how to manage future uncertainty better.
Exhibit 65: Models of the perceived Buffett EY of S&P 500 with 85% and 100% passthroughs of the
RTRR
January 1871–December 2021
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Source: Oliver Wyman

Further, we note that the CAPM has a linear form, which would fail spectacularly in situations of highly
negative RTRRs. 150 The less than 100% passthrough of the RTRR to the EY alleviates the symptoms but is
not a cure. For instance, a typical ERP in Goldilocks is about 3.5% plus 0.15×(long term RTRR of 2.4% –
actual RTRR). At an RTRR of -4.5%, the ERP would be equal to +4.5%, leading to an EY of 0, at which point
the P/E and the price escape to infinity.
There is no point in modeling the ERP nonlinearly right now, because the RTRR is not negative enough to
warrant the change, but this would become necessary if it did. We will come back to this issue in the
second part of the fifth white paper.

150

As we mentioned in Section 2.2.9, achieving very negative RTRRs is not as difficult as it may seem.
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3.3. Outcome of the CAPM re-engineering process
3.3.1.

Comparison with traditional approaches

At the eve of entering the process of re-engineering the CAPM, we assessed the do-ability of the endeavor.
Exhibits 66 and 67 show how poorly the traditional CAPM explains historical reality, particularly with
respect to the period between 1920 and 2010.
Exhibit 66: S&P 500 price-to-secular sales
explained based on Fed Model 151

Exhibit 67: Error 152 of the Fed-Model-based price
per share explained of S&P 500
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Source: Oliver Wyman

The degree of empirical underperformance is such that the possibility of the CAPM being irredeemably
flawed had to be considered. Could it be that the CAPM is an academic construct of no practical value?
Fortunately, our findings show that the CAPM is conceptually sound and its failure is more apparent than
real. This apparent failure is driven by a long list of execution shortfalls that can be corrected. To
summarize: (i) the earnings need to be adjusted to be fully consistent over a century and a half, based on
the Warren Buffett accounting standard rather than GAAP, and put on a perceived earnings footing; 153 (ii)

We are using the Fed Model formulation of the CAPM, where the explained earnings yield equals long-term Treasury rate plus a
constant equity risk premium. The explained price per share then equals earnings divided by the explained earnings yield. We are
using the perceived Buffett earnings in the model; if we used the GAAP earnings, the results would be much worse.
152
Calculated as actual price minus explained price, then divided by actual price.
153
The re-engineered CAPM would still work if we did not address this last point, but just not as well.
151
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the nominal Treasury rate needs to be replaced by the Real truly risk-free rate (RTRR); and (iii) investor
personal taxes need to be accounted for.
Further, the correctly calculated True North Equity Risk Premium (ERP) is well explained by a four-factor
model. The first factor focuses on three high frequency risks; 154 the second and third factors focus on the
two medium frequency risks of the Ulcer Performance Index and distance to Goldilocks, respectively;
lastly, the fourth factor focuses on the 85% rather than 100% passthrough of the RTRR to earnings yields.
The model currently lacks its fifth factor, a quantified bubble indicator, which is why it underexplains
periods such as 1929, 1987, and the tech boom. This factor will be added in due course.
Exhibits 68 and 69 compare the results based on the Fed Model with those based on our re-engineered
CAPM. The latter reduces the standard deviation of the error by two thirds overall. 155 This will improve
when we introduce the fifth factor, because we currently massively under-explain equity prices in bubble
situations.
Exhibit 68: S&P 500 price-to-secular sales
explained based on the Fed Model and the Oliver
Wyman Re-engineered CAPM Model

Exhibit 69: Errors 156 of the price per share of S&P
500 explained based on the Fed Model and the
Oliver Wyman Re-engineered CAPM Model
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The first is our core risk indicator, based on decomposed bond spreads and the VIX; the second extracts risk factors out of both the
TIPS and breakeven parts of Treasuries; the third centers on net consumer confidence.
155
This metric understates the true impact of our work because the Fed Model shown here also benefits from our perceived Buffett
earnings, which are much better than GAAP earnings.
156
Calculated as actual price minus explained price, then divided by actual price.
154
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3.3.2.

Summary of the model drivers

The annual average price per share in 2021 is 38 times what it was in 1871. We explain this variation with
four drivers, going from the most obvious to the most subtle:
1.

Secular sales per share 157: The 2021 average is 24 times the 1871 average.

2. Perceived margins: They are the other component of perceived earnings besides secular sales, and
in the post-World War II period, they have been as low as 4.0% and as high as 9.5%.
3. The post-tax RTRR: It has been at the all-time low of -0.5% in 2021 and reached as high as 4.1% in
1921.
4. The equity risk premium core of the model 158: See Sections 3.2.3, 3.2.4, and 3.2.6 above for details
of the four factors of the model.
Exhibits 70 through 73 below highlight how our explanation of price improves when we add back the
RTRR, perceived margins, and secular sales per share to the core ERP model. The core ERP model has an
R-squared of 80%; adding the impact of the RTRR increases the R-squared to 82%; adding perceived
margins further increases the R-squared to 96%. 159 And finally, adding back the 24x increase in secular
sales per share increases the R-squared to 99%, 160 via the mechanical effect of introducing the long-term
growth trend. All four exhibits highlight the three universally recognized bubbles of the last century —
1929, 1987, and the tech boom.
As we conclude this section, it is worth reiterating that our model has multiple layers operating at
different frequencies, which we order here by rising frequency: (i) the secular part of the RTRR and the
secular part of the corporate margins; (ii) the medium-frequency part of the ERP (Goldilocks and ulcerdriven); (iii) the cyclical part of the RTRR 161 and the cyclical part of the margins; (iv) the high-frequency
part of the ERP (also known as the mood of Mr. Market).
The power of the approach comes from the fact that different forces affect different frequencies. While
many investors focus on (iii) and (iv), the long-term health of the market is overwhelmingly driven by (i)
and (ii).

The split of perceived earnings between the secular sales component and the perceived margins component is used differently
before and after World War II. Before World War II, and particularly before World War I, our sales per share reconstruction becomes
imprecise. Accordingly, we only use the split between sales and margins for presentational purposes. By contrast, our post-World
War II reconstruction has a low range of uncertainty and we do use sales per share in our depreciation adjustment and dispersion
calculations.
158
Calculated as the perceived Buffett EY – 1.0×RTRR.
159
Please note that this is the R^2 that the final nonlinear optimization focuses on — please see Appendix E.
160
In the logarithmic space.
161
The cyclical part of the RTRR is Fed-driven; please see the fifth white paper for more.
157
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Exhibit 70: ERP explained based on the Oliver
Wyman model

Exhibit 71: Perceived Buffett earnings yield
explained based on the Oliver Wyman model
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Exhibit 72: S&P 500 price-to-secular sales
explained based on the Oliver Wyman model

Exhibit 73: S&P 500 price per share explained
based on the Oliver Wyman model
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3.4. Implications for managing future uncertainty
Managing future uncertainty better is the core theme of the second part of our fifth white paper. What
follows here provides a glimpse of this content, touching solely on the aspects arising from our CAPM
work (encapsulated in the four exhibits above).
As one considers the possible paths that the future will take, it is important to understand the nuances
surrounding the drivers of bubbles, crashes, and bull and bear markets.
Our work allows us to draw five conclusions around these topics.
1.

Bubbles are rare, and we have not been in one in recent years.

Out of the many market declines in the last century, only three have been universally acknowledged as
direct consequences of a preceding bubble: the 1929 market crash, the 1987 crash, and the early 2000s tech
bust. So, statistically speaking, bubbles are a relatively rare cause of market declines. Yet, spooked by
strong equity returns and high prices, many commentators have been proclaiming that the market has
been in a bubble in the last few years.
The answer to the question of whether we have been in a bubble is a resounding No, as long as one defines
a bubble accurately rather than retrofitting the definition to support a pre-determined agenda. Equity
prices have been highly elevated because corporate margins have been strong (they are currently at a 100year high 162), and the RTRR has been at an all-time low, not because the equity premium has been
unsustainably compressed. In fact, Exhibit 70 shows that the equity premium has been in its natural zone
in recent years (given that we have generally been in Goldilocks), so it is clearly not compressed. In
addition, our model explains it well, indicating that the level is sustainable. These points are in sharp
contrast to 1929, 1987, and the late 1990s.
2. The market faces serious secular headwinds in the long term, but the time to worry about them
has not yet come.
Powerful forces have driven margins to a 100-year high and the RTRR to an all-time low. We show in the
fifth white paper that the 40-year margin-up and RTRR-down secular trends are not likely to last for
another 40 years. While this is a very serious concern, it is not an immediate one, for three reasons: (i) at
the time of writing, the conditions under which a turn should be called do not yet appear to be present; 163
(ii) it is not pre-ordained that the turns will happen in the near future rather than in the more distant one;
and (iii) when the turns come, history shows that they will do so relatively slowly, giving astute investors
sufficient time to react.
3. The model is well-equipped to quantify the impact of the ever-changing dance between the
economic cycle and the Fed cycle, and the crosscurrents emanating from the mood of Mr.
Market.

Pre-COVID, they were at an 80-year high.
The turn is likely to be called with a lag on the RTRR side, but not on the margin side, where the call can in fact be made with a
lead under certain conditions. See our fifth white paper.

162

163

© Oliver Wyman Forum

82

Re-engineering the CAPM

For instance, at the time of writing, 164 investors are concerned that, in its attempt to fight rising inflation,
the Fed will make a mistake and over-tighten into a naturally occurring recession later in 2022, thereby
making it worse. So, the RTRR would go up more than it already has and the earnings cycle would turn
down faster than currently anticipated.
If these fears materialize, the combination of rising cyclical RTRR and falling cyclical earnings will drive
prices down in a cyclical bear fashion, something the model has been specifically designed to quantify.
Equally, the model can also quantify the upside if what is currently being priced in turns out to be too
pessimistic.
4. Absent future P/E expansion, forward-looking risk-adjusted returns are at an all-time low, yet it
is premature to call the end of the secular bull market on this basis alone.
Exhibit 71 shows that earning yields are at an all-time low. Yet future risks are not lower. Therefore,
forward-looking risk-adjusted returns at constant P/E are the worst they have ever been. However, while
it lasts, the continuation of the secular RTRR-down/margins-up trends would lock-in the secular P/E
expansion required to generate returns in line with historical bull-market averages, provided inflation
does not sustainably escape Goldilocks. 165 This P/E expansion would close the gap between historical
bull returns and the very low current earnings yield.
Such a P/E expansion is not as unlikely as one might think, both because long-term trends 166 do not shift
direction that often and because the convexity of equities is at an all-time high. 167 So, a raging bull market
is mechanically easier to achieve than is commonly realized, unless inflation becomes unanchored.
5. We will face both crashes and bear markets in our future, but these have very different
dynamics.
The mark of a crash is the high speed at which the market declines, driven by an explosive increase in the
high-frequency part of the ERP. History tells us that a crash is less likely now than if the ERP were
unsustainably compressed as the result of a bubble; yet it is still possible. A financial crisis, a large-scale
geopolitical event, or a natural disaster (pandemic 2.0, large-scale earthquake, eruption of a super
volcano, and so on) would likely trigger one 168 if the event is serious enough, without requiring a bubble to
do so. 169

Concerns such as the one we are describing here generally shift every few weeks.
This comment is best seen as a directionally-correct broad-brush stroke — the specifics depend on the look-back period used to
measure both the historical returns and the RTRR and margin trends.
166
Which have been highly favorable.
167
Equities are naturally positively convex instruments, because they have uncapped upside while not being able to go negative. The
positive convexity is at an all-time high right now, as a mechanical consequence of the earnings yields being at an all-time low. For
instance, in the late 1970s/early 1980s, when average earnings yields were about 10%, a 100 basis point reduction in earnings yields
as a result of a better outlook would increase prices by (10/9 – 1), so by about 11%. Conversely, a 100 basis point increase as a result of
a worse outlook would reduce prices by (10/11 – 1), so by about 9%. In this situation, we can think of the convexity as being 11% over
9%, so about 1.2. Right now, when earnings yields have been around 3%, the same calculation would lead to a convexity of about 2.0.
168
Provided price discovery were allowed to take its course.
169
We do not include economic crises in this category because they tend to unfold too slowly to drive an ERP explosion.
164
165
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Cyclical bears are the natural consequence of the dance between the economic and Fed cycles, and of the
added crosscurrents emanating from the high-frequency part of the ERP. They arise quite frequently — all
it takes is the Fed tightening hard enough/loosening too timidly, so that the RTRR rises more/falls less
than what the cyclical margins and the mood of Mr. Market can take/need. Cyclical bulls are the mirror
image of their bear brethren.
In contrast, secular bears are not common. The next one will arise from one of two sources:
i.

the sustained reversal over many years of the long-term trends of lower secular RTRRs and higher
secular margins that have been underpinning the current secular bull market; and/or

ii. a sustained un-anchoring of inflation. 170 At the time of writing, inflation is slightly above the
upper edge of the Goldilocks zone and many investors are concerned that the Fed will not be
successful in preventing it from escaping upward over the medium term. Our inflation indicator
has been close to its floor for more than 20 years because we were generally in Goldilocks; its
recent rise is very small in a historical context. 171 Inflation had a very large impact on equity
valuations in the 1970s and 1980s. Drawing lessons from that era, a future un-anchoring of
inflation to half of the peak that was reached in 1980 would nearly halve the market, everything
else being equal. 172
The next bear market may start with a crash, as many have, but it does not have to, as the experience of
the 1965–1982 period shows. If the bear takes hold for long enough, the rapid increase of the ulcer index,
which is very low at the time of writing as a result of investors having been in a bull market for such a long
time, will provide an accelerant to the price decline.
We will expand on these five findings in the second part of the fifth white paper.

By inflation, we mean a blend of past inflation and adopted inflation expectations as per Section 3.2. (Actual, month-to-month
inflation is well beyond the edge of Goldilocks at the time of writing.)
171
The negative impact of inflation on equities was still sub-5% at the end of 2021.
172
In practice, things never are, but the model is equipped to handle a very wide range of alternative scenarios.
170
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4.1. Introduction
The main objective of this white paper series is to develop a new understanding of the past, present, and
future of the US equity market. In so doing, we concluded that this requires developing a deep
understanding of the Treasury market, which we share here. We decompose long-term nominal
Treasuries into multiple components, which each have their own dynamic. This has never been done
before to this degree and will be of particular interest to fixed-income investors, as well as to Fed and
Treasury officials.
In what follows, our focus is not to explain why the real truly risk-free rate (RTRR) has behaved the way it
has. The behavior of its “cousin,” R-star, has been exhaustively studied in the academic literature. Given
the parallels between R-star and the RTRR, we expect at least some of the lessons learned in the literature
for R-star also to apply to the RTRR. 173
Rather, our focus in this section is to zoom in on the Treasury risk premium (TRP), 174 the difference
between the long-term nominal Treasury rate net of adopted 175 inflation expectations and the RTRR. Most
of the components of the TRP were not known before this work but a couple of them were. So the concept
isn’t totally new, but is largely new. We note that the decomposition of the TRP into the 10 live
components we identify provides new and important insights into the world’s most heavily traded
security.
The approach we follow is conceptually similar to the one we’ve used to explain equity prices. First, we
normalize the data to make them consistent over time; second, we study different frequencies, starting
with high frequencies first because of their higher ergodicity.
However, the process is more complex than it is with equities because: (a) in contrast to equities, 176
Treasuries are not always monotonic in risk; (b) they switch over time from being pro-cyclical to being
generally counter-cyclical; and (c) the breakeven carries risk premia after 1971, which requires solving
separately after that time for the TIPS and breakeven components — a nontrivial exercise.
Please note that we fully addressed the TIPS component of the TRP earlier because this part of the TRP
consists of the calculation that allows us to move from pre-tax TIPS to post-tax RTRR. By contrast, we
addressed the breakeven component only lightly — see Section 2.2.3 above. Accordingly, this is where we
put the emphasis in what follows.
While our equity model includes the impact of investor personal taxes, this section does not, because
including them adds disproportionate complexity relative to the additional insights it would generate,

173
See Bank of England Staff Working Paper No. 571, BIS Working Paper 865, INET Working Paper 88, and Federal Reserve Bank of
San Francisco Working Paper 2019-18, for example.
174
The Treasury risk premium is a fundamentally different concept from the Treasury term premium, which has been studied
exhaustively in the literature.
175
The adoption curve is rapid, so the non-adopted part of inflation expectations exists only from 1955 to 1969 and is small in any
case.
176
Equities epitomize monotony in all risks, including inflation risk. The latter, however, needs to be thought of as a distance to
Goldilocks for the statement to be true.
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particularly given that so many of the investors who trade Treasuries are tax-exempt. In what follows, we
therefore use the pre-investor-personal-tax version of the RTRR. 177

4.2. Normalizing the data
We reconstruct both the 20-year nominal and the 20-year TIPS back to 1871 in Appendix B. At this stage,
we also adjust for the emerging market and non-reserve-currency premia, as well as correct for the times
when TIPS were illiquid. This latter point does not change the overall TRP but does make the boundary
between breakeven and TIPS consistent across liquid and illiquid TIPS periods.
As part of the normalizing process, we also address the overall convenience yield of Treasuries, including
which part passes through to the TIPS and which part gets caught in the breakeven. This convenience
yield is a negative risk premium — Treasuries yield less than they would without this yield. The details of
this part of the normalization process can be found in the eighth insight of Section 2, above.
Conceptually we should add back the entirety of the TIPS convenience yield to the TIPS to calculate the
RTRR. However, our empirical observation is that only half passes through (please see Section 2.2.10). In
other words, the perceived convenience yield of TIPS is half of the actual one, because the market
arbitrage is not fully efficient with respect to this issue.
To summarize, the normalization process delivers high-quality 20-year nominal and TIPS series, adjusted
for EM and non-reserve-currency premia, as well as for illiquidity and perceived 178 convenience yields.

4.3. Removing risks from Treasuries
4.3.1.

Approach

The process we follow is similar to the one we use for equities. To recap, with equities, we follow a
stepwise process that first models three types of high-frequency risks and then continues with lower
frequency risks.
With respect to high-frequency equity risks, we started with (a) our core decomposed bond spreads and
VIX risk indicator, then (b) tested whether including information from Treasuries would add incremental
value, and finally (c) tested whether net consumer confidence would add incremental value to the other
two.
For Treasuries, the main difference is that we replace the second step by testing whether high frequency
equity risks add incremental value to the understanding of Treasury risks, rather than the other way
around.

177
178

The tax effect part of the post-tax TRP is alluded to in Section 3.5 above.
The perceived convenience yield is 100% of measured CY for breakevens, and 50% of measured CY for TIPS.
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With respect to medium frequency, we study the impact of the Ulcer Performance Index on Treasuries, as
well as the impact of inflation risk.
In all cases, we address the 1871–1971 period separately from what followed because breakevens did not
carry risk premia before 1971 and were zero before 1955.
The rest of Section 4.3 is unavoidably technical. Readers who are most interested in the results of this work
rather than its inner workings can skip ahead to Section 4.4.

4.3.2.

1871–1971 period

During this period, the TIPS component comprised 100% of the TRP, which we have already addressed.
Exhibit 74 is a short summary of our findings. It is the same as Exhibit 62 in Section 3.2.5 except that
Exhibit 74 excludes the investor personal tax component and stops in 1971.
Exhibit 74: Decomposition of the difference between pre-tax TIPS and pre-tax RTRR
January 1871–December 1971
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4.3.3.

1972–2021 period

We continue to follow the multistep process set out earlier, but address TIPS yields and breakevens
separately because they carry different risks.
TIPS yields — a summary of what we found earlier
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With respect to our core high-frequency risk indicator, TIPS yields continue their post-mid-1950s pattern
and remain neutral between 1972 and 1997 (if only as a consequence of their reconstruction). From 1998
onward, TIPS yields have the Z-shaped relationship we highlighted in Exhibit 32 above. The relationship is
generally counter-cyclical, yet pro-cyclical at the extremes.
TIPS continue to be neutral with respect to the residual 179 high-frequency part of equity risk.
With respect to the net consumer confidence 180 and the Ulcer Performance Index, TIPS yields continue
their counter-cyclical post-World War II pattern.
Breakevens
The first part of breakevens’ relationship with risk involves our core high-frequency risk indicator, but
only from 1998 onward, when breakevens are actual rather than reconstructed. 181 The relationship is
strong, monotonic, and countercyclical, particularly from the global financial crisis onward. In other
words, net adjusted breakevens 182 go down when the core risk indicator goes up. This indicates that the
flight to safety effect is stronger on nominal Treasuries than it is on TIPS, hence compressing the
breakevens. Exhibit 75 highlights the counter-cyclical relationship.
Exhibit 75: Stationarized net adjusted breakevens vs. the core high-frequency risk indicator
January 1999–December 2021
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We call it residual because we have removed from it the part of high-frequency equity risk explained by our core high-frequency
risk indicator.
180
Because our net consumer confidence indicator has an 18-month smoothing procedure applied to it, it is not truly high frequency,
which is probably why its effect continues to be visible even during the TIPS reconstruction period vs. detrended TIPS. The reaction
of TIPS to the net consumer confidence is roughly the same post-World War II and we model it accordingly with a single coefficient.
181
Between 1971 and 1997, the reconstruction process most probably erases high frequency risks, which is why we find no
relationship.
182
To reiterate, net adjusted breakevens are breakevens adjusted for convenience yield and illiquidity, and net of adopted inflation
expectations.
179
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While the relationship between net adjusted breakevens and our core high-frequency risk indicator is
relatively straightforward, their relationship with the residual high-frequency part of equity risk is
anything but. We highlighted the issue in Exhibit 27 of the third insight of Section 2 above and are coming
back with more detail toward the end of Section 4.4 below.
Turning to net consumer confidence, 183 net adjusted breakevens are neutral in it — we find no significant
statistical relationship between the two.
Next we look at medium-frequency risks. Net adjusted breakevens are neutral with respect to the Ulcer
Index. The main medium frequency effect of breakevens centers on an inflation risk premium, which was
particularly noticeable in the aftermath of the great inflation period. Exhibit 76 shows the evolution of the
net adjusted breakeven from which we have also removed all high-frequency risks. We call this metric the
net-net adjusted breakeven.
Exhibit 76: Net adjusted breakeven before and after removing high-frequency risks
January 1972–December 2021
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Net adjusted breakeven net of high-frequency risks

Source: Oliver Wyman

Net consumer confidence is an “upside-down” risk indicator: high net consumer confidence drives equity risk premia down.
Counter-cyclical in this context means that TIPS yield go up as equity risk premia go down.

183
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We draw three conclusions from this exhibit. One, while inflation was high in the 1970s, the net-net
adjusted breakeven was not. 184 The market was not yet charging a premium for medium-frequency
inflation risk. Two, the net-net adjusted breakeven rises sharply in the late 1970s/early 1980s, suggesting a
very steep learning curve by the market during that time. Three, while inflation declines rapidly
throughout the 1980s and early 1990s, the net-net adjusted breakeven lingers, suggesting the market
continued to charge a premium after the actual risk had abated.
We model the inflation risk premium in accordance with these findings. Our inflation risk premium
formula has a steep adoption curve and a significant lag with respect to past inflation. 185 Exhibit 77 shows
the results of the modeling.
Exhibit 77: Modeling the inflation risk premium
January 1972–December 2021
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Source: Oliver Wyman

184
The five years between 1972 and 1977 appears to have a positive average, but this period has an unusually high level of uncertainty
associated with the measure of the net-net adjusted breakeven.
185
Modeled inflation risk premium = 0.43 × annual CPI inflation smoothed by six-year EMA – 0.85%, with a linear adoption curve
that started at zero in January 1980 and ended at one in December 1981.

© Oliver Wyman Forum

91

Quantifying the components of the Treasury risk premium

4.4. Comparison between the drivers of equity risks and Treasury risks
Exhibits 78 and 79 summarize the relationships we studied in Sections 4.2 and 4.3, and compare them
with their ERP counterparts. The first of the two exhibits focuses on risks that influence both equities and
Treasuries, while the second shows how equities and Treasuries interact with each other.
Exhibit 78: Earnings yield’s, TIPS’, and breakevens’ relationships with risks
Prewar

Relationship between

Interwar

Post-war
to 1955

19561971

19721997

19982021

Earnings yield and
Core high-frequency risk indicator
Med/high-freq net consumer sentiment indicator 186
Medium-freq inflation relative to Goldilocks 187
Medium-freq ‘ulcer’ risk
TIPS and
Core high-frequency risk indicator

‘Z’

Med/high-freq net consumer sentiment indicator

188

Any impact of inflation
Medium-freq ‘ulcer’ risk
Breakevens and
Core high-frequency risk indicator
Med/high-freq net consumer sentiment indicator
Medium-freq Inflation risk premium
Medium-freq ‘ulcer’ risk
Pro-cyclical

Neutral

Counter-cyclical

N/A

Non-monotonic

Source: Oliver Wyman

This indicator is the net consumer sentiment with its sign reversed such that a higher indicator corresponds to a higher risk. It
exists only post-World War II.
187
One indicator from 1919 to 1955 and two after that.
188
There is no survey-based consumer sentiment indicator interwar. However, for TIPS only, we have repurposed our equity-centric
distance to Goldilocks indicator to double up as a consumer sentiment indicator. This is because we believe that interwar periods
with very high inflation or deep deflation were not happy times from a consumer sentiment point of view. This is borne out by the
behavior of TIPS (and equities for that matter); they both sell off during extremes of inflation or deflation.
186
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Exhibit 79: Relationships among the high-frequency components of earnings yield, TIPS, and
breakevens
Prewar

Interwar

Post-war
to 1955

19561971

19721997

19982021

Earnings yield and TIPS
Earnings yield and breakevens
Positively correlated

No clear correlation

Negatively correlated

N/A

Source: Oliver Wyman

These summary tables capture the contrasting dynamics of equities and Treasuries. The equity side is
very stable and simply acquires a few additional risk premia over time. By contrast, the Treasury side is a
chameleon that switches polarity as time goes by and acquires breakeven risks from 1971 onward. We will
come back to this important point shortly.
As we near the end of the process of modeling both equity and Treasury yields, it is worth reflecting on the
approach we have been following. At the fundamental level, we are splitting a complex problem into its
constituent parts and are doing so both by frequency and by risk type. We use a multi-layered sieving
process 189 to achieve this.
For instance, with breakevens, we first sieve out the low-frequency part of breakevens by stationarizing
the net adjusted breakevens 190 with our FRAMT. What’s left is a high-frequency series that is heavy in
high-frequency inflation risk as a direct consequence of the nature of breakevens. We then sieve this series
further by removing the high-frequency equity risk that is captured by our core high-frequency risk
indicator from the breakevens. The indicator, which consists of decomposed bond spreads and the VIX, is
relatively light in inflation risk because decomposed bond spreads and the VIX are more sensitive to
general risk than they are to inflation risk.
Sieving out this inflation-light, high-frequency risk from the high-frequency breakeven makes the
remainder even more inflation-heavy than the pre-sieved series. In fact, it is the purest high-frequency
inflation risk indicator that we can find.
Looking at the way high-frequency equity yields react to this indicator, which we know is inflation heavy,
is highly instructive. Exhibit 80 highlights the rolling correlation between high-frequency EYs and the
high-frequency inflation risk indicator. The variations in correlation are a relatively pure reflection of how
equities handle high-frequency inflation risk, albeit that the use of monthly rather than daily data creates
significant lag 191 in the measurement.

The concept of sieving is not new. It was first developed by ancient Greek mathematician Eratosthenes in 240 BC.
Breakevens adjusted for convenience yield and TIPS illiquidity premium, minus the adopted inflation expectations.
191
Much of this lag can be eliminated by using daily data.
189

190
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Exhibit 80 192: Correlation between perceived Buffett EY of the S&P 500 vs. net adjusted breakeven,
both net of the core high-frequency risk indicator 193
January 1972–December 2021
1
0.8
0.6
0.4
0.2
0
-0.2
-0.4
-0.6
-0.8
-1
1972

1977

1982

1987

1992

1997

2002

2007

2012

2017

Source: Oliver Wyman

192
193

This is the same as Exhibit 80 in the main text.
Calculated between quarterly changes with a 10-year centered rolling window that shrinks to a 5-year backward-looking window.
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4.5. The nominal Treasuries explanatory model
4.5.1.

Introduction

Exhibit 81 below highlights the behavior of the three components of the nominal Treasury rate.
Exhibit 81: Pre-tax nominal long-term Treasury yield decomposed into pre-tax RTRR, the adopted
inflation expectations, and the Treasury risk premium
January 1871–December 2021
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Pre-tax nominal long-term Treasury yield

Pre-tax RTRR

Adopted inflation expectations

TRP

1990

2010

World war and aftermath
Source: Oliver Wyman

This first level of the decomposition allows us to focus on the Treasury risk premium (TRP), which we split
in turn between its TIPS and breakeven components, the latter becoming non-zero after 1971.
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4.5.2.

TIPS part of the Treasury risk premium

As discussed earlier, the TIPS part of the TRP has eight components: (i) an emerging market premium; (ii)
a non-reserve currency premium; (iii) an illiquidity component; 194 (iv) a negative premium associated with
the part of the convenience yield of nominal Treasuries that passes through to TIPS; (v) a polarityswitching high-frequency risk premium with respect to our core risk indicator; (vi) a polarity-switching
risk component with respect to net consumer confidence; (vii) a counter-cyclical medium frequency risk
premium with respect to the Ulcer Index; 195 and (viii) a statistical smoothing premium that is designed to
reduce unwanted volatility in the RTRR.
Removing these eight components from TIPS, plus the tax effect that we are not addressing here, is what
allows us to extract the RTRR out of the TIPS. Exhibit 82 highlights these eight components, of which the
last five are live. 196 Out of the five, v), vi), and viii) are high-frequency, whereas iv) and vii) are mediumfrequency.
Exhibit 82: Decomposition of the TIPS part of the TRP 197
January 1871–December 2021
1.00%
0.75%
0.50%
0.25%
0.00%
-0.25%
-0.50%
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EM and non-reserve-currecy premia

-convenience yield in TIPS

Combined risk measure for TIPS

Volatilty removed by FRAMT

Illiquidity premium in TIPS

World war and aftermath

2010

Source: Oliver Wyman

The positive illiquidity premium before 1998 bridges the illiquidity adjustment from New York Fed economists’ zero-average basis
to our zero-floored basis.
195
A high Ulcer Index drives earnings yields up and TIPS yields down.
196
The first two have been zero for more than a century, and the third has been zero for more than 10 years. None is expected to
return.
197
Some of the eight components have been aggregated in this exhibit to improve the legibility.
194
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We draw fourth conclusions from this exhibit. First, as is the case throughout this work, different risk
premia operate at different frequencies. Second, excluding the emerging-market and non-reservecurrency risk premia, the music of the market is much richer in the post-World War II era. Third, the
combined risk measure for TIPS 198 is the most significant of the reasons why TIPS and the RTRR are not
the same. Fourth, TIPS are often subject to crosscurrents that at times are quite violent.

4.5.3.

Breakeven part of the Treasury Risk Premium (from 1971 onward)

To recap, we split the breakeven between adopted inflation expectations 199 and its part of the TRP.
Turning to the latter, we find that it has six components: (i) a TIPS illiquidity effect, which we correct for
to ensure consistency of the boundary between breakevens and TIPS; (ii) the convenience yield part of the
breakeven, a negative premium we calculate by comparing breakevens with inflation swap rates; (iii) the
counter-cyclical premium to our core high-frequency risk indicator after 1998; (iv) the evolving premium
with high-frequency residual equity risk; (v) the medium frequency inflation risk premium; and (vi) a
residual component. 200
Exhibit 83 highlights the evolution of the six components, of which the last five are live. Out of these five,
iii), iv), and vi) are high-frequency, whereas ii) and v) are medium-frequency. Exhibit 84 puts the results in
a wider context by adding back survey-based inflation expectations to both sides of the ledger.

The orange line that includes decomposed bond spreads, VIX, net consumer sentiment, and the ulcer index.
Inflation expectations are fully adopted from the late 1960s onwards, so before 1971.
200
The breakeven part of the TRP has an unexplained component because we explain the breakeven with a set of factors. In contrast,
the TIPS part of the TRP does not have an unexplained component because we calculate the RTRR from the TIPS, and the TIPS part
of the TRP is simply the result of that calculation.
198

199
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Exhibit 83: Decomposition of the breakeven part of the TRP 201
January 1972–December 2021
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Source: Oliver Wyman

Exhibit 84: Breakevens and their explanatory model
January 1972–December 2021
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201

Some of the six components have been aggregated in this exhibit to improve the legibility.
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4.5.4.

Round-up of the 10 live components of the TRP

The sheer number of components of the TRP makes it difficult to hold them all in mind, so we summarize
them here, focusing on the post-1971 era.
The four medium-frequency components
The first two are the two parts of the convenience yield (CY). We note with interest that the part of the CY
that is embedded in the breakeven has declined by 30 basis points in the last few years, and is now close to
zero. As the CY declines, the breakeven rises. Investors need to be careful not to confuse this fall in CY for
a rise in the market’s view of future long-term inflation. In contrast, the part of the CY that passes through
to TIPS has had a relatively uneventful few years.
The next medium-frequency component is the inflation risk premium (IRP) part of the breakeven. It has
been dormant since the global financial crisis, until very recently. We would expect this component to
continue to rise until inflation is brought back under control. Again, investors need to be careful not to
confuse the rise in IRP with a rise in the market’s view of long-term inflation.
The final medium-frequency component is embedded in the TIPS and is the counterpart of the equity
Ulcer Performance Index. In long bear markets, the ulcer index rises, and with it the ERP. After World War
II, when the attractiveness of equities waned, the attractiveness of TIPS rose. We expect the next secular
bear market to be no different from the previous ones in this regard, and the fall in TIPS associated with it
should not be confused with a reduction in the RTRR.
The six high-frequency components
These components can be split into two classes. The first is composed of two statistical artifacts. On the
TIPS side, we have removed unwanted volatility from the RTRR, which mechanically manufactures a
high-frequency, highly mean-reverting risk premium. This premium does not appear to be linked to any
fundamentals, so we see it as statistical noise that is best removed. On the breakeven side, our breakevenexplained model (like all models) has an unexplained component. This particular premium is generally
small and mean-reverting, and it is no more than the natural consequence of our breakeven model
working well.
The second class of high-frequency risk premia covers the remaining four components. The first two
correspond to the impact on Treasuries of the equity risk captured by our core high-frequency risk
indicator. When this indicator rises, and with it earning yields, equity prices fall. In the modern era,
breakevens go down and so do TIPS yields. The exception with respect to TIPS yields lies at the extremes
of the Z-relationship discussed earlier, at which point nature overwhelms culture and TIPS turn procyclical, as was the case before World War II.
The third remaining component is straightforward. When consumer confidence rises, our “upside-down”
consumer confidence indicator falls. 202 As expected in the modern era, equities and TIPS have a counter-

We have changed its sign so that a rising consumer confidence indicator is associated with rising earning yields/falling equity
prices. This makes the consumer confidence indicator go in the same direction as all the other indicators of equity risk.

202
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cyclical relationship with respect to consumer sentiment, which is captured by this third component. As
an aside, breakevens are generally not affected by consumer confidence, albeit this is likely to change if
inflation becomes entrenched.
The fourth and last remaining high-frequency component is simply the mirror image of the highfrequency inflation risk premium of the earnings yield — see end of Section 4.4 above.

4.5.5.

Implications

The implications of the findings above should not be underestimated. The existence of the 10 live risk
premia of the TRP 203 are the fundamental reason why (i) Treasuries are not risk-free; (ii) the Treasuryequity correlation is unstable; 204 (iii) the traditional CAPM does not work; and (iv) breakeven inflation
expectations are not a good measure of expected inflation.
The high accuracy of the explanatory models presented earlier shows that we have actually explained the
nominal Treasury rate as well as we have explained the earnings yield, as Exhibits 85 and 86 show. In
other words, we have extended the RTRR-based CAPM so that it explains Treasuries as well as
equities.
Exhibit 85: ERP and TRP explained based on the
Oliver Wyman model

Exhibit 86: Errors of ERP and TRP explained
based on the Oliver Wyman model
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Source: S&P, Oliver Wyman

203
To summarize, the breakeven and TIPS part of the TRP have five live components each, of which three are high-frequency and
two are medium-frequency.
204
The existence of the TRP is not the only reason why the correlation is unstable—see below.
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In summary, the examination of the detailed drivers of the TRP at multiple frequencies and over time as
its polarity switches is a very significant addition to the quantified understanding of Treasuries’ behavior.
Professional fixed-income investors and Treasury and Fed officials now have a new and powerful tool at
their disposal.
More broadly, the joint modeling of equities and Treasuries unlocks the underlying drivers of the
Treasury-equity correlation. The topic is particularly relevant at the time of writing because of current
inflation concerns. Given that it has long been known that high inflation is associated with a positive
correlation, the fear is that unanchored inflation would upend the dynamics of portfolio construction.
We address the question of the Treasury-equity correlation in detail in our fifth white paper. What follows
is a rapid overview.
Having built both a Treasury and an equity price model, we can differentiate them (in the mathematical
meaning of the term) to convert them into return models. These return models answer the correlation
question very directly because they calculate what Treasury and equity returns are in any period when
“fed” a change in conditions. In some eras, the conditions that change the most often and the most
violently drive equity and Treasury returns in the same direction, underpinning a positive correlation. In
other eras, the opposite is true. Exhibit 87 highlights three different eras of history. We split the results by
frequency because it is perfectly possible for the correlation to be simultaneously positive at one
frequency and negative at another one.
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Exhibit 87: Examples of forces drive equity/Treasury correlations
Pre-World War II
Frequency

Forces driving positive correlation

Forces driving negative correlation

High

High-frequency risks

Equity market bubbles/crashes

Medium/low

RTRR

(N/A)

The great inflation period
Frequency

Forces driving positive correlation

Forces driving negative correlation

High

High-frequency inflation risk

Net consumer sentiment

Medium/low

•

•
•

Distance to Goldilocks highly correlated
with the inflation risk premium and
inflation expectations
High inflation driving margins down
RTRR

Ulcer index

The modern era
Frequency

Forces driving positive correlation

Forces driving negative correlation

High

In extremis, nature overwhelms culture
(twice in the last 20 years)

•
•
•

Medium/low

RTRR

Ulcer index

Equity market bubbles/crashes
Net consumer sentiment
High-frequency risks (not in extremis)

Source: Oliver Wyman

Given the importance of the Treasury/equity correlation for portfolio construction, we will come back to
this issue in more detail in our fifth white paper.
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Summary of approach and results
This paper lays out a comprehensive improvement to the science of valuations.
First, we introduce a low-volatility, yet zero-lag, valuation metric based on the concept of perceived
Buffett earnings. We show that this new valuation metric dramatically outperforms both traditional P/Es
and the cyclically adjusted price/earnings ratio, or CAPE. The replacement of traditional P/Es and the
CAPE by this new, more powerful metric will be of interest to all professional equity market participants.
Second, we produce 10 significant insights into the behavior of the US economy and equity and Treasury
markets, most of which have not been broadly known until today. These insights are important to all those
professionally interested in the US financial markets.
Third, we re-engineer the capital asset pricing model, or CAPM, to make it fit historical reality. The reengineering involves creating an improved formulation for the CAPM and developing a four-factor
explanatory model of the equity risk premium. We show that the re-engineered CAPM explains the last
century and a half well. Given the ubiquity of the CAPM, its re-engineering will be of wide interest to the
financial community in the United States and beyond.
Fourth, we decompose the nominal Treasury rate into the real truly-risk-free rate (RTRR), adopted
inflation expectations, and the 10 live components 205 of the Treasury risk premium (TRP). We also show
that each of the six high-frequency components and the four medium-risk components of the TRP has its
own dynamics.
This decomposition will be of marked value to fixed-income market professionals as well as Treasury and
Fed officials because it unveils the drivers of long-term nominal Treasuries to a higher standard than ever
before.
Each of these four improvements is a major step forward; taken together, they completely overhaul the
science of valuations for the 21st century.

There are 14 in total, but the emerging market and non-reserve currency premia, and the two canceling out TIPS and breakeven
illiquidity premia are zero and not expected to return.

205
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Concluding thoughts
We have uncovered the natural harmony between equities and long-term nominal Treasuries. The two
risk assets share a common root, the RTRR. They are anchored by one main factor: perceived Buffett
earnings in the case of equities, and inflation expectations in the case of Treasuries.
For equities, the ERP bridges the gap between the correctly calculated earnings yields and the RTRR. 206
For nominal Treasuries, the TRP covers the gap between the nominal Treasuries yield net of inflation
expectations and the RTRR.
The ERP and the TRP share many similarities. They both react to a variety of frequencies of risk, and
many of the risks are common, 207 albeit their reaction functions are not, particularly since World War II
(see Exhibit 66). In addition, they interact with each other, which is why we have been able to extract
equity risk information out of Treasuries, and Treasuries risk information out of equities (see Exhibit 67).
The sieving process we described in Section 4.4 has been a very useful tool to build the equities and
Treasuries explanatory models. Its full power, however, will become clear only in our fifth white paper.
This is where we show that this mindset allows us to separate the forces driving prices into those that are
mean-reverting, those that are trending, and those that are neither. The result allows us to inject a
degree of predictability into an otherwise highly uncertain future.
Ultimately, asset prices are set by mass investor behavior and there is always a balance between what is
innate and what is learned. In the case of equities, the history of the last 150 years suggests that the
behavior of equities is largely innate because it has been remarkably stable over the period. Certainly the
ERP acquired a distance-to-Goldilocks risk premium starting after World War I, which was then beefed up
during the great inflation period, and it also acquired an ulcer risk premium after World War II, but the
fundamentals of the behavior have not changed. 208 The dimensions of fear might be broader than a
century and a half ago, but fear drives earnings yields up and prices down just as it has always done. Greed
does the opposite.
In contrast, the behavior of Treasuries has exhibited multiple polarity switches, the dimensions of which
we described extensively above. In other words, many of the risk factors in the TRP are chameleons that
adapt to the conditions of the day. We draw two implications from this.
First, having a finger on the pulse of these changes is a powerful way to detect what the market really
believes and when it is changing its mind.
And second, the behavior of Treasuries has many more learned components than that of equities.
Systematic portfolio rebalancing, the emergence of systematic quantitative strategies that use volatility to

This joint modeling of equities and Treasuries has the added advantage of allowing us to shine a new light on the underlying
drivers of the equity/Treasury correlations.
207
A few parts of the ERP and the TRP are quite different, such as the less than 100% pass-through between the RTRR and earning
yields, or the convenience yield, but these are exceptions rather than a general rule.
208
Albeit that fear of inflation extremes can be seen as a learned behavior, resulting from the empirically observed consequences of
those extremes.
206
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toggle their risk exposure, the largely negative equity-bond correlation over the last 20 years — these are
all forces that have reinforced those learnings in a Pavlovian fashion. We will explore, in the second part of
the fifth white paper, the conditions under which this self-reinforcing, learned Pavlovian response could
be unlearned if conditions changed for a sufficient length of time — because this is a key component of
managing strategic uncertainty.

Jacques Cesar, the author of this white paper series, is the former Managing Partner of Oliver Wyman
who conceived and led this five-year research.
jacques.cesar@oliverwyman.com or jacques.cesar@imperviouscapital.com

Dr. Dingli Zuo is the senior quantitative expert who led the very substantial literature review and
modeling parts of the work.
dingli.zuo@oliverwyman.com or dingli.zuo@imperviouscapital.com
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Removing short-term noise is an evergreen objective in financial time series analysis. The simplest and
most common way to do this is to use a Simple Moving Average (SMA). While the SMA does its job in
reducing volatility, it also introduces a significant lag.
A more sophisticated approach is to use an Exponential Moving Average (EMA) instead of an SMA. The
EMA has two advantages. First, for a given amount of volatility reduction, it reduces the lag vs. the SMA. It
achieves this by weighing recent points more heavily. Second, it also avoids the ‘cliff effect’ of the oldest
data point abruptly dropping out of the SMA.
John Ehlers of MESA Software developed an advanced form of EMA a few years ago. He called it the
Fractal Moving Average (FRAMA). The improvement consists of varying the look-back period of the EMA
as a function of the recent fractal dimension of the time series. Random walk time series have a fractal
dimension of 1.5; mean-reverting series have a fractal dimension between 1.5 and 2; and trending series
have a fractal dimension between 1 and 1.5.
Ehlers’ FRAMA increases the look-back period of the EMA when the series is mean-reverting, so that the
FRAMA cuts through the chop. Conversely, it reduces the look-back period in trending situations so that
the FRAMA catches the trend faster than an EMA would.
The FRAMA approach is a significant improvement over its EMA and SMA counterparts, but we are
adding here a further improvement with the Fractal Average Moving Trend (FRAMT). Rather than
focusing on the average of a series, the FRAMT focuses on its trend. The approach calculates a decayed
trend but varies the look-back period of the decayed trend calculation as a function of the fractal
dimension of the series. As is the case with FRAMA, the look-back period is shorter when the fractal
dimension is below 1.5 than when it is above it.
In summary, the FRAMT offers a better amount of volatility reduction per unit of lag introduced than its
more commonly used alternatives. The process splits any time series into two components: a highfrequency quasi-stationary component which is highly mean-reverting, and a lower-frequency
component. In some parts of the work, the focus is on the quasi-stationary component 209; in others, it is on
the residual.
The exhibits that follow illustrate the points above.
Exhibit 88 compares and contrasts a 50-day SMA to a FRAMT that has the same 89% volatility reduction as
the SMA. It covers the five-year period from January 2017 to December 2021. Exhibits 89 and 90 focus on
two specific years – 2017 because of its largely unbroken uptrend and 2020-2021 because of the COVID
collapse and recovery. The latter two exhibits also show the intermediate steps of EMA and FRAMA, also
set to achieve an 89% volatility reduction.

209

As mentioned in Section 2.2.3, a series stationarized by FRAMT does not fully meet the weak stationarity test at high frequency.
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Exhibit 88: Comparison between 50-day SMA and FRAMT applied to S&P 500 daily close price
January 2017–December 2021
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Exhibit 89: Comparison among 50-day SMA, 50day EMA, FRAMA, and FRAMT applied to S&P
500 daily close price

Exhibit 90: Comparison among 50-day SMA, 50day EMA, FRAMA, and FRAMT applied to S&P
500 daily close price
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B.1.

Reconstruction of the nominal 20-year Treasury yield

Equities have a longer duration than 10 years. This is why we focus on the 20-year Treasury rather than
the 10-year. From April 1953 onward, the nominal 20-year Treasury yield series is available from FRED, so
we merely adjust the series for its convenience yield from 1965 onward, as per Exhibit 38 in Section 2
above.
Before 1953, however, there is no readily available nominal 20-year Treasury yield series, so we must
reconstruct the data. From October 1941 to March 1953, the process is straightforward because a highquality series is available from NBER 210 (Series B), and represents Treasuries of at least 15 years’ duration
between October 1941 and March 1952, and at least 12 years duration between April 1952 and March 1953.
The duration of this long-term government bond series is sufficient for us to take the view that it is an
excellent approximation of the 20-year yield series, and hence requires no adjustment.
Before that time, estimating 20-year Treasuries becomes more difficult. Another series from NBER 211
(Series A) covers long-term Treasuries from 1926 to 1944, and hence overlaps for a few years with the
Series B, but its duration is likely to be slightly shorter (“at least 12” vs. “at least 15”), and, more
significantly, is partially tax exempt, so naturally yields less. We note that the tax rates rose sharply from
1938 onward, so the tax effect is an issue mostly after that time. Accordingly, we splice the series with a
‘wedge’ to address the tax issue, but do not correct for the likely shorter duration of the Series A relative to
the Series B.
Series A extends beyond 1926 and is also available between 1919 and 1925. While partially tax-exempt, the
tax rates are low enough for this not to matter, but its duration is only “at least eight years.” We use the
series while recognizing that we may slightly underestimate the actual 20-year rate, particularly at times
when the term structure of interest rates is steep. 212
Exhibit 91 highlights the reconstruction process during this period.

NBER Macrohistory data series m13033b: U.S. Yield On Long-Term United States Bonds 10/1941-12/1967.
NBER Macrohistory data series m13033a: U.S. Yield On Long-Term United States Bonds 01/1919-02/1944.
212
On a typical term structure, the difference between the 10-year rate and the 20-year rate is about 45 bps.
210
211
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Exhibit 91: Reconstruction of nominal 20-year Treasury yield between 1919 and 1953
January 1915–December 1970
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Source: Federal Reserve, NBER, Oliver Wyman

Before World War I, we note that Homer’s New England High-Grade Municipal Bond Yields often yield
less than US Treasuries, so we use those as a basis while recognizing that their duration could vary
significantly from the 20-year mark. The Homer Series is an annual average, so we reconstruct its monthly
variations by using American High-Grade Railroad Bond Yields, which are monthly. 213
We also note that the United States was an emerging market in the 1870s, which only recently had
emerged from the Civil War, and that the US dollar did not become a reserve currency until shortly after
World War I. 214 We adjust for these effects by comparing US government yields to their contemporaneous
British counterparts. Exhibit 92 shows the comparison and how we have modeled both the emerging
market (EM) and the non-reserve-currency premia. 215

We do not use railroad bond yields to anchor the series because we are concerned that the boom-bust nature of the railroad
industry over the period has an impact on even its high-grade bonds.
214
It shared world reserve currency status with sterling for many decades after that, and only became the lone reserve currency after
the Suez Crisis.
215
The non-reserve currency premium is constant at 78 basis points throughout the pre-World War I period and the emerging market
premium goes down linearly from 154 basis points in January 1871 to zero in December 1881.
213
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Exhibit 92: Modeling the emerging market and the non-reserve-currency premia in nominal Treasury
yield
January 1870–December 1970
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While our nominal long-term series uses largely the same sources as previous reconstructions available in
the academic literature, it has a few differences from most of these: it is 20-year, not 10, because the
duration of equities is much more than 10 years; it attributes the gap in the early 1940s between NBER
Series A and NBER Series B to a tax effect and corrects it accordingly by building a wedge reflecting the
rapid rise in tax rates; it produces a monthly interpolation of the annual Homer Series, so that the series is
monthly from 1871 onward; and it adjusts for emerging market and non-reserve currency premia before
World War I.
Exhibit 93 compares our 20-year reconstruction of the nominal yield between 1871 and 1953 with the 10year reconstructions generally available in the literature.
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Exhibit 93: Comparison between long-term Treasury yield reconstructions
January 1870–December 1953
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Source: Prof. Shiller, Oliver Wyman

B.2.

Reconstruction of the 20-year TIPS yield

As mentioned earlier, we use the word TIPS for consistency since 1871 as a synonym for the real rate, but
the word is figurative before 1955, and partially figurative between 1956 and 1997.
Before September 1971, we use the 20-year nominal Treasury adjusted for EM and non-reserve currency
premia 216 minus adopted inflation expectations, which are zero before 1955. The details can be found in
the second insight in Section 2 above. We then correct for the small amount of convenience yield present
in the TIPS between 1965 and 1971. (See Exhibit 38 above.) Exhibit 94 shows the results.

216

But not yet adjusted for convenience yield.
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Exhibit 94: Comparison between the nominal Treasury yield and the reconstructed TIPS yield, both
adjusted for EM and non-reserve-currency premia and convenience yields 217
January 1870–December 1971
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Between September 1971 and March 1998, we use the back-cast TIPS developed by New York Fed
economists Jan J.J. Groen and Menno Middeldorp and adjust it for the part of the convenience yield that
passes through to TIPS. Please also see Exhibit 38 above.
TIPS become available from April 1998 onward, but until June 2004 there are no 20-year TIPS. During this
period, we interpolate the 5-year, 10-year, and 30-year TIPS term structure in the logarithmic time space
to reconstruct the 20-year TIPS yield. From July 2004 onward, 20-year TIPS are available, so no
interpolation is necessary, but we still adjust for the convenience yield.
This process creates a consistent TIPS series since 1871 but does not yet adjust for the fact that TIPS
suffered from illiquidity in their early years and in situations of stress such as 2008. So we now turn to this
issue, which needs to be addressed to get the boundary between TIPS and breakevens correct when we
split the nominal rate into its two components.
Jan J.J. Groen and Menno Middeldorp, the two New York Fed economists who back-cast the TIPS between
1971 and early 1998, were well aware of the issue and developed a monthly liquidity adjustment. However,
their monthly adjustment is not immediately available from their published work, so we reverse-engineer
it. Exhibit 95 is a ranking of the difference between the Fed model TIPS (which is set at the liquidity) and

217

The convenience yield adjustments are zero before 1965 and small between 1965 and 1970.
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the actual TIPS by twentile of monthly transaction volume. It clearly shows the significant impact of
illiquidity when monthly transaction volumes fall below $15 billion to $20 billion.
Exhibit 95: Difference between actual and Groen-Middeldorp’s reconstructed, liquidity-adjusted TIPS
yields, ranked by twentile of TIPS transaction volume
Calculated between January 1999 and March 2011
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Source: New York Fed, Oliver Wyman

Based on the above, we adjust the TIPS for liquidity from 1971 onward, as Exhibit 96 shows. Please note the
constant 13 bps adjustment between 1971 and early 1998. This adjustment is necessary because Groen and
Middeldorp scaled their TIPS back-cast to be consistent with the average TIPS liquidity between 1999 and
2011 whereas we are scaling ours to reflect full TIPS liquidity.
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Exhibit 96: Modeled illiquidity premium in 20-year TIPS yield
January 1972–December 2021
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B.3.

Summary of results

Exhibits 97 and 98 show the results of the reconstruction and adjustment processes. The series are
adjusted for the EM and non-reserve currency premia pre-World War I, adjusted for convenience yield 218
starting in 1965, and adjusted for TIPS illiquidity starting in 1971.

218

Or more precisely the 50% of the convenience yield that passes through to the RTRR.
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Exhibit 97: Reconstructed and adjusted nominal 20-year Treasury yield and TIPS yield
January 1870–December 2021
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Source: Oliver Wyman

Exhibit 98: Modeled premia in 20-year nominal and TIPS yields
January 1870–December 2021
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To recap, our high-frequency risk ensemble is composed of three factors: a core risk indicator based on
decomposed bond spreads and VIX, risk factors that we extract from the behavior of Treasuries, and a risk
factor linked to consumer confidence.
The first of the three factors requires back-casting VIX to 1871, and so this is where we start.

C.1.

Back-casting the VIX to 1871

To back-cast the VIX (the so-called “fear index”), we make use of two well-known facts. First, VIX levels
have a strong link with the historical volatility of the S&P 500. Exhibit 99 highlights the relationship.
Second, changes in the VIX are generally negatively correlated to changes in the S&P 500, as Exhibit 100
highlights.
Exhibit 99: VIX and 30-day historical volatility of the S&P 500
January 1972–December 2021
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Source: Cboe, Oliver Wyman
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Exhibit 100: VIX daily log return ranked by twentile of daily S&P 500 log return
Calculated between March 29, 2004 and September 30, 2021
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In light of the above, we find a simple formula 219 that explains the VIX sufficiently well for the purpose of
adding an incremental high-frequency risk factor to the decomposed bond spreads. It has only two
variables, one related to the past volatility of the S&P 500 and the other to the rate of change of the S&P
500.
Exhibit 101 compares the modeled VIX with the actual VIX at the monthly average level.

219

𝑉𝑉𝑉𝑉𝑉𝑉 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 = 0.68 ∙ 𝐻𝐻𝐻𝐻30 𝑜𝑜𝑜𝑜 𝑆𝑆&𝑃𝑃 500 − 494 ∙ 𝑆𝑆𝑆𝑆𝑆𝑆10 𝑜𝑜𝑜𝑜 𝑆𝑆&𝑃𝑃 500 𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑 𝑙𝑙𝑙𝑙𝑙𝑙 𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 + 8.54, where HV30 is the 30-

calendar-day historical volatility of the S&P 500 and SMA10 refers to a ten-calendar smoothing average.
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Exhibit 101: VIX and the public 220 form of VIX explained by the S&P 500
Monthly average, January 2005–September 2021
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Source: Cboe, Oliver Wyman

The fit is very good for such a simple model. It has an 89% R-squared at the monthly average level — more
than enough to be used for back-casting purposes. VIX is a modern concept, and its backcasting is
figurative. We are not suggesting that there could have been options on the S&P 500 at the time at which
the index did not even exist. What we find, however, is that VIX is largely a proxy for the volatility of
equities and it is not surprising that the ERP increases when volatility does, as the CAPM states it should.
Even though the economy has become less volatile, tail events over the last 40 years have been more
frequent than normal, with the exception of the Great Depression.

C.2.

Core high-frequency risk indicator

To start with, the decomposed Baa minus Aaa spread provides a broad-based measure of economic risk
since 1920. Between 1871 and 1919, commercial paper and call money spreads have the same function.
This is particularly true when we leverage the three-way decomposition we describe in the seventh insight
of Section 2. The key learning here is that EYs are much more reactive to the part of the bond spread that is
not linked to the real economy, rather than to the one that is linked. In addition, the VIX is known to be a
good high-frequency equity-centric risk indicator.

220

We also have a private form of the model, which works much better, with an R-squared of yy% at the monthly level.
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We combine these two indicators to build our core high-frequency 221 risk indicator. 222 Exhibit 102 below
shows that this indicator is both highly ergodic and a good explanation of high-frequency equity risk
throughout the century and a half of observations. However, its explanatory power is stronger before
World War II. This is to be expected given the fact that the EYs price in more risks as time goes by.
Exhibit 102: Stationarized perceived Buffett EY of the S&P 500 vs. the core high-frequency risk
indicator
January 1871–December 2021
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Source: Cboe, Moody’s, NBER, Oliver Wyman

C.3.

High-frequency risk factors extracted from Treasuries

Having established that Treasuries are not risk-free, we test whether we can extract high-frequency risk
indicators that add incremental explanatory power to the core risk indicator. We find that the answer is
positive, with the exception of a relatively short period between the mid-1950s and the early 1970s. Until
the mid-1950s, Treasuries are pro-cyclical at high frequency, and we extract an ergodic risk indicator from
them that adds value to the core risk indicator. Exhibit 103 shows the results.

High- vs low-frequency is contextual. In this work, where the base data is generally monthly or quarterly, we consider that high
frequency corresponds to a few months.
222
Inter-war: 0.12×the part of Baa-Aaa spread explained by the volatility-adjusted output gap + 1.7×the part of Baa-Aaa spread
explained by the annual change of the volatility-adjusted output gap + 1.2×residual part of Baa-Aaa spread; post-World War II: 1.6×104
×(VIX – avg) + 1.5×the part of Baa-Aaa spread explained by the annual change of the volatility-adjusted output gap + 0.5×residual
part of Baa-Aaa spread.
221
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Exhibit 103: Stationarized perceived Buffett EY of the S&P 500 vs. stationarized pre-tax TIPS yield, both
net of the core high-frequency risk indicator
January 1871–December 1955
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Source: Oliver Wyman

Similarly, we also extract information out of the breakevens. We noted earlier that adjusted 223 breakevens
carry more information than simply the market’s view of long-term inflation expectations. In fact,
stationarized net-adjusted breakevens are a high-frequency risk factor for equities from 1971 onward (the
metric is zero before that time). 224
Exhibits 104 and 105 show the changing relationship between this risk factor (which is also highly ergodic)
and equity yields net of their core risk indicator.

223
224

The adjustment corrects for the convenience yield and liquidity issues.
We stationarize the net adjusted breakevens by their FRAMT to remove low frequency effects.
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Exhibit 104: Perceived Buffett EY of the S&P 500 vs. net adjusted breakeven, both net of the core highfrequency risk indicator, both stationarized
January 1972–December 2021
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Exhibit 105 225: Correlation between perceived Buffett EY of the S&P 500 vs. net adjusted breakeven,
both net of the core high-frequency risk indicator 226
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1
0.8
0.6
0.4
0.2
0
-0.2
-0.4
-0.6
-0.8
-1
1972

1977

1982

1987

1992

1997

2002

2007

2012

2017

Source: Oliver Wyman

225
226

This exhibit is the same as Exhibit 80 in the main text.
Calculated between quarterly changes with a 10-year centered rolling window that shrinks to a 5-year backward-looking window.

© Oliver Wyman Forum

125

Details of the high-frequency risk ensemble for equities

The results are not surprising. Early on and post-GFC until recently, high inflation has generally not been
a concern. 227 In such an environment, rapidly falling breakevens are a risk-off factor. In contrast,
throughout the 1980s and most of the 1990s the short-term waxing and waning of inflation fears was a
major high frequency risk for equities, and rapidly falling breakevens were a risk-on factor. The would be
again if recent inflation turns out to be persistent.

C.4.

Risk factor extracted from University of Michigan Consumer
Sentiment Index 228

This indicator is different from the ones described above. It is not market-based and is highly volatile at
the monthly frequency because the sample size of the survey is quite small. We find that it is useable only
after quite heavy smoothing, and we use an 18-month exponential moving average to do so. After
smoothing, the indicator is no longer high frequency, yet we include it here rather than later in the
process because it is also highly ergodic.
We decompose this indicator into a part explained by our core spreads- and VIX-based risk indicator, a
part explained by output gap, and a residual part. Exhibit 106 shows the results.
Exhibit 106: Decomposition of the University of Michigan Consumer Sentiment Index
January 1950–December 2021
30
20
10
0
-10
-20
-30
-40
1950

1960

1970

1980

1990

2000

2010

2020

Recession (NBER)

UMich Consumer Sentiment - long-term average

Part explained by core high-frequency risk indicator

Part explained by the output gap

Residual
Source: Oliver Wyman

There have been exceptions such as February 2018 and recent months.
The University of Michigan has tracked consumer confidence since 1952, and we back-cast it to 1946 using a scaled version of the
industrial production index of the Livingston survey.

227

228
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We find that this residual adds clear, incremental explanatory power, whereas the other two parts do not.
This is to be expected because we have already accounted for the first part by removing it from the EY and
output gap is a poor explainer of earning yields. 229, 230 Exhibit 107 shows the results.
Exhibit 107: Decomposition of the University of Michigan Consumer Sentiment Index
January 1950–December 2021
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C.5.

Summary: the high-frequency risk ensemble

Here we reproduce Exhibit 44 from the main text comparing the high-frequency component of the
perceived Buffett earnings yield and our high-frequency risk ensemble.

229
230

In contrast, it is the main driver of the cyclical part of earnings.
We find the same results when we decompose the Baa-Aaa spread.
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Exhibit 44: Stationarized perceived Buffett EY of the S&P 500 vs. the high-frequency risk ensemble
January 1871–December 2021
The stationarized perceived
Buffett EY reached as high as
6.2% in 1932
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The question of look-ahead bias
The ERP model is an explanatory model that is built using the full benefit of a century and a half of
observations (amounting to 1812 months minus 150 months for world wars and their aftermaths) as its
training period, and is calibrated accordingly. This means that the model is built with the full benefit of
hindsight — for instance, it is only because we have data from the great inflation period that we can build
and scale the part of the model that addresses the impact of inflation expectations being outside of
Goldilocks.
However, benefit of hindsight is not the same as look-ahead bias. The latter would occur if we used inputs
to the model that were not available in real time. However, the model only uses inputs (monthly risk
aversion, inflation, path of historical returns, and so on) that were known in real time, so that look-ahead
bias does not occur.

The question of overfitting
Any concerns about overfitting can only be answered by delving first into the way we have structured and
calibrated the model, so we start here.
Scaling its factors — overall approach
Our overall objective is to build a balanced model that performs well over all periods rather than being
optimized for a particular subperiod. Ultimately, we want to explain price as best we can for the entire
century and a half. 231
Each of the seven risk premia railcars 232 requires scaling. In the majority of situations, we use a single
scaling factor over the entire observation period 233 because splitting the coefficients into subperiods adds
complexity and an overfitting risk for very limited benefit. Exhibit 108 highlights how the railcar for each
risk premium is scaled.

With a caveat with respect to difficult periods — see later in this section.
Please see Section 3.2.
233
This is often smaller than a century and a half, because four of the seven railcars were not present early on.
231

232
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Exhibit 108: Scaling the equity risk premia railcars
Risk premium railcar

Scaling method

High-frequency general equity risk
premium

Correlating stationarized earnings yield with decomposed bond spreads
and VIX

Residual high-frequency equity risk
premium

Correlating stationarized earnings yield net of high-frequency general
equity risk premium with stationarized TIPS yield before 1955 and with
stationarized net adjusted breakeveven since 1972

Net consumer sentiment risk indicator

Correlating stationarized earnings yield with consumer sentiment, both
net of high-frequency equity risk premium

Distances to Goldilocks risk premium

Goldilocks boundaries scaled empirically by trial and error; past inflation
part of the indicator scaled by correlating it with the equity risk premium
net of high-frequency equity risk and net consumer sentiment risk since
the end of World War I; inflation expectations part scaled from the time
when the Fisher effect became operative

Ulcer risk premium

Scaled in parallel with distances to Goldilocks premium by correlating it
with the equity risk premium net of high-frequency equity risk premium
and net consumer sentiment risk since the end of World War II

Less than 100% passthrough of the
RTRR

Scaled nonlinearly in the price-to-secular-sales space

Source: Oliver Wyman

Scaling its factors — methodology
To scale the factors, we use advanced optimization techniques whose detailed description is well beyond
the scope of this paper. The results are simple, but the way to reach the results is anything but simple.
What follows here is a few salient characteristics of the methodology.
First, the approach is iterative. We do the bulk of the work in the EY space where linear optimization is
generally possible but finish with non-linear optimization in the price-to-secular-sales space.
Second, some periods of time are handled differently.
To start with, there are periods over the last 150 years that, with the benefit of hindsight, were clearly
bubbles. The most obvious examples are the late 1920s and the tech boom. The ERP model currently lacks
its fifth factor, a quantified bubble indicator. In light of this, it would be inappropriate for the current
model to fully explain those periods — and indeed it does not.
Some periods are problematic from a modeling point of view, and these require specific handling. For
instance, the 1970s and early 1980s are difficult for two reasons. First, as we highlighted earlier in Section
3.4, there were many cross currents during this time that make it unusually difficult to attribute causality.
Second, the equity risk premium, the variable we seek to explain, is known much less accurately than in
any period before or after, because the post-tax RTRR has an unusually large error band during that time.
To avoid such a period corrupting the model, we handle it last, and first focus on “cleaner” periods when
fewer risk premia railcars were active. This allows us to settle key parts of the model before we approach
the more difficult periods and, in turn, this makes the more difficult periods more tractable. This also
concentrates the uncertainty inside these periods rather than allowing it to spill over.
© Oliver Wyman Forum

131

Avoiding look-ahead bias and reducing overfitting risk

Third, we use non-linear optimization in the final iterations.
The bulk of the optimization is done in the EY space both because this is the space in which the CAPM
operates and because linear optimization is generally possible within it. However, toward the end of the
process, we switch to optimizing in the price/sales space, where it is mathematically impossible to use
linear optimization. We do so, despite the added analytical burden, because our ultimate objective is to
build a model that best explains price, 234 not EY. Switching to the latter space also has the advantage of
implicitly weighing the modern era more than the 19th century, in direct contrast to optimization in the EY
space, which does the opposite.
Fourth, the approach is explicit about where the model’s uncertainties lie.
The history of the last century and a half has provided a rich, diverse environment, which allows very
solid scaling of the vast majority of the model’s coefficients. For instance, we have had four very deep
downturns over the past century but also two heroic stock market bubbles; inflation has been as high as
24% (1920) and as low as -20% (1878) or -16% (1921); we have had both supra-secular bull and supra-secular
bear markets, and so on. In other words, the range of likely future outcomes on the key variables is likely
to be within the boundaries established by the past, albeit, of course, in a different mix. Having said that,
there is a glaring exception to the above, which is the scaling of the likely less-than-100% pass-through of
the RTRR to the EY and the introduction of a non-linear structure for the CAPM if the RTRR goes deeply
negative.
Fifth, overfitting has been designed out at source.
Given that each of the railcars is calibrated over periods that typically range from 40 to more than 100
years, with a single set of parameters, and that the three frequencies do not interfere with each other,
overfitting is not an issue.
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More accurately, the price/secular-sales ratio.
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